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Abstract

Researchers increasingly use large language
models as general-purpose evaluators, yet
choosing a judge remains difficult when its
competence, cost, and latency vary across tasks
and languages. In this work, we study this
problem for multilingual fluency judgment: as-
signing a score from 0 to 5 to indicate how
natural a text sounds to a native speaker. In
an initial pilot on grammatical error correction
data, we found wide variation in how much
teachers edit broken texts, making comparisons
across languages difficult. We therefore intro-
duce the Translationese Detection Benchmark
(TDBENCH), built from original-language web
texts and three synthetic levels of synthetic
translationese: subtle, mild, and heavy. A judge
succeeds when it scores the source above its
intended degradation. Across 25 languages,
detection depends strongly on the language
and the strength of the degradation, suggest-
ing that selecting the right judge is sensitive
to the target language and the required sensi-
tivity. Among the models we tested, Claude
Fable 5.1 achieved the highest estimated macro
detection rate (53.5%) albeit at a prohibitive
cost. Gemini 3.7 Flash and GPT-6 Astra fol-
lowed among general-purpose LLMs, scoring
48.7% and 45.8%. Remarkably, the specialized
pretrained classifier Jev achieved 47.7% on the
benchmark while costing significantly less. We
detail these findings in this publication, and
provide advice for judge evaluation.

1 Introduction

LLM-as-a-judge evaluation has become a practical
default for tasks that exact-match metrics cannot
capture (Liu et al., 2023; Zheng et al., 2023). Be-
fore trusting a model as a judge, we need to estab-
lish that it can recognize the differences in quality
that matter for the task. Doing so is difficult be-
cause expert human judgments are expensive and
noisy, while agreement with another automated
evaluator can reproduce the same biases. Judge

selection is a model-selection problem in its own
right, with quality, cost, latency, availability, and
coverage as competing objectives.

We investigate this problem in the setting of mul-
tilingual fluency: given a text and its target lan-
guage, a judge assigns a score between 0 and 5,
where 0 denotes unintelligible text and 5 denotes
fully natural text that could have been written by
a native speaker. Measuring fluency matters when
evaluating language models, translations, and syn-
thetic data. We evaluate each model separately by
language and corruption severity, thereby provid-
ing enough details for our readers to choose a judge
appropriate for the language and fluency level they
target.

We evaluate whether the scores put paired texts
in the expected order. Starting from a source text,
we construct increasingly translationese-like vari-
ants while preserving content. A competent judge
should score the source above each degradation and
should, ideally, order all four variants by severity.
For example, both a drop from 5 to 4 and a drop
from 3 to 2 count as successful detection. Figure 1
shows this procedure for one passage.

This article answers two questions: How reliably
can a judge detect controlled losses of naturalness
across languages and disfluency levels? and Which
judges remain practical choices when we account
for monetary cost?

We begin with a pilot on MultiGEC learner texts
and teacher corrections, then introduce TDBENCH,
which contains three levels of synthetic transla-
tionese for 1,250 passages written in 25 European
languages. We compare several SOTA general-
purpose LLMs with a specialized pretrained classi-
fier as an alternative for routine fluency scoring.
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Figure 1: How we test a fluency judge on one passage. (1) We keep an original web passage as the source.
GPT-5.6 Luna rewrites it in the same language as if it were translated from English, at three levels; orange marks
English-like wording. (2) The judge scores each text alone and never sees two versions together. It uses a fluency
rubric (0: not understandable, 3: clear but awkward, 5: native-like), adapted to its own scale. (3) Curves show where
we expect the scores: lower with more English influence. Dots show the scores of the judge. A variant counts as
detected only if its score is lower than the source; a tie or a higher score counts as a miss. The Dutch example and
all scores are illustrative.

2 Background and Related Work

2.1 LLMs-as-a-judge and their known
meta-evaluation pitfalls

LLM-as-a-judge evaluation became popular be-
cause strong models often agree reasonably well
with human preferences on open-ended generation.
G-Eval and MT-Bench helped establish this ap-
proach, while also exposing familiar weaknesses
such as position bias, verbosity preference, and sen-
sitivity to prompt wording (Liu et al., 2023; Zheng
et al., 2023). Later work has shown that these ef-
fects can be large enough to change model rankings
(Dubois et al., 2024; Shi et al., 2025).

Multilingual evaluation adds a failure mode:
competence can vary by language. Hada et al.
(2024b) find that LLM evaluators do not align
equally well with human judgments across lan-
guages, especially outside high-resource settings.
METAL reaches a similar conclusion using native-
speaker judgments for multilingual summarization
(Hada et al., 2024a). MM-Eval broadens the pic-
ture to 18 languages and shows that judge discrimi-
nation tends to weaken as language resources de-
crease (Son et al., 2024). Fu and Liu report low
cross-language agreement across 25 languages and
show that scaling the model or adding multilingual
training does not automatically solve the problem
(Fu and Liu, 2025).

These differences motivate validating evaluators
separately in each language (Doğruöz et al., 2026).
But building tests of comparable difficulty across
languages remains a challenge. We try to resolve it
using a proxy question: can an LLM judge detect
subtle losses of naturalness in otherwise under-

standable text?

2.2 The challenge of measuring naturalness in
practice

Most multilingual judge benchmarks mix sev-
eral abilities: correctness, helpfulness, reasoning,
safety, style, and language quality. MIST, for ex-
ample, evaluates multilingual generation and in-
cludes human naturalness judgments, while MM-
Eval combines linguistic and non-linguistic prefer-
ence tasks (Kocmi et al., 2025; Son et al., 2024).
Because they combine several criteria, their results
leave sensitivity to small changes in naturalness
difficult to assess separately.

A sentence can be grammatical yet still sound
translated, overly literal, or lexically awkward.
Conversely, a fluent sentence can be factually
wrong or semantically inadequate. We therefore
evaluate naturalness separately from factual accu-
racy and preservation of meaning.

Grammatical error correction corpora provided
our first test cases. MultiGEC (Masciolini et al.,
2025) contains learner texts paired with human
corrections in multiple European languages. If a
judge is sensitive to linguistic quality, it should
generally prefer the corrected version. Controlled
comparisons across MultiGEC languages are diffi-
cult because learner proficiency, error types, corpus
sources, and the extent of teacher rewrites vary be-
tween datasets.

Translationese gives us a way to introduce subtle
awkwardness into otherwise fluent text. Text trans-
lated from another language often carries traces of
the source language in its syntax, lexical choices,
and collocations (Ni et al., 2022). A recent English–



Swedish dataset asks models to distinguish id-
iomatic Swedish from translationese. They often
prefer the more literal version even when they never
see the English source (Kunz et al., 2026). Recog-
nizing native-like phrasing thus poses a challenge
even when the text is grammatical.

2.3 Controlled perturbations as a diagnostic
tool for LLMs

Generating several versions of the same passage
lets us change the wording while keeping the con-
tent approximately constant. We can then ask
whether a judge’s score moves in the expected di-
rection as the degradation becomes stronger.

Chang et al. (2025) find that multilingual evalu-
ators are more aligned with human ratings in lan-
guages where they are also more sensitive to con-
trolled perturbations. Perturbation sensitivity may
thus serve as an inexpensive proxy for evaluator
competence.

The proxy is imperfect: synthetic corruption can
introduce artifacts, and a supposedly degraded sen-
tence may occasionally match or improve on its
source. MM-Eval explicitly warns that translated
evaluation data can accidentally alter the intended
preference label (Son et al., 2024). The Swedish
translationese results make the same problem vis-
ible from another angle: even strong models can
disagree with human notions of idiomaticity (Kunz
et al., 2026).

Our subtle, mild, and heavy corruption levels
describe the changes requested from the generator.
The benchmark measures whether a judge responds
to those changes as expected. We still need native
speakers to assess how often the intended ordering
matches their judgments.

2.4 Specialized approaches to multilingual
evaluation

Specialized evaluators offer another route. M-
Prometheus shows that smaller models trained
specifically for multilingual evaluation can com-
pete with much larger general-purpose judges
(Pombal et al., 2025). CE-Judge similarly shows
that a better evaluation procedure can improve mul-
tilingual judging without changing the underlying
model (Ghiasvand Mohammadkhani and Beigy,
2025).

Choosing a judge for deployment requires evi-
dence about its accuracy in the target language, its
cost, and its response time. We compare hosted

LLMs with the specialized Jev classifier on that
basis.

We extend this work by testing whether judge
reliability changes with the subtlety of the linguistic
distinction, using paired texts with approximately
the same content.

3 Benchmark Development

3.1 Learner-written and teacher-corrected
text

Our first iteration used learner texts and teacher cor-
rections from MultiGEC (Masciolini et al., 2025).
For each pair, we scored the learner sentence and
its correction independently and counted the pair as
correctly ordered when the correction received the
higher score. The pair provides a human-authored
comparison without requiring an absolute fluency
label: the teacher judged the second sentence to
improve on the first.

We sampled 600 pairs from ten languages, with
50 pairs for each of twelve combinations of lan-
guage and edit style. We evaluated eight judges at
this stage; their macro correction-reward accuracy
ranged from 57.3% for Nemotron 3.5 Lightning
to 84.3% for Gemini 3.7 Flash. MultiGEC also
distinguishes minimal corrections from fluency-
enhancing rewrites, a potentially useful test of sen-
sitivity to small and large improvements. Averag-
ing over the available language–style combinations,
we found that Gemini ordered 86.0% of minimal
pairs and 79.3% of fluency-enhancing pairs cor-
rectly. The two averages cover different sets of
languages, so language differences may explain
some of the gap.

Still, correction labels provide only limited in-
sight into the difficulty of a comparison. While
they describe how teachers edit, the size of the im-
provement varies within each category. Minimal
corrections requires repairing errors that are im-
mediately salient, but what that means precisely is
naturally subjective. Besides, the broader rewrite
of fluency edits may replace an acceptable sen-
tence with a stylistic alternative whose superiority
is not necessarily obvious. The learner populations,
source domains, and annotation practices also dif-
fer across the component corpora. Even in Estonian
and Ukrainian, the two languages for which our
sample contains both edit styles, the size and direc-
tion of the style gap vary across judges. That being
said, the pilot showed that judges usually reward
human corrections. However, to study how accu-



racy changes with the size of the fluency difference,
we had to build a second benchmark with three
controlled levels of degradation for every source
passage.

3.2 Controlled translationese construction

To achieve controllability, we built TD-
BENCH from the original-language side of
FineTranslations-Edu (Penedo et al., 2026). For
each of 25 language–script groups, we sampled
50 documents with at least three aligned chunks
and selected one interior chunk using a fixed
random seed. The sample contains 1,250 source
passages, equally divided among the languages.
We use the original-language passage as the least
translationese member of each set. This assumes
that the sampled web passage was originally
written in that language; individual passages may
violate that assumption.

We then asked GPT-5.6 Luna, through OpenAI
Codex in September 2026, to produce three in-
creasingly translationese-like versions of each pas-
sage. We processed each passage independently,
supplying the generator with the target-language
identifier and source text. We considered also
supplying the English translation distributed with
FineTranslations, then judged it unnecessary given
the model’s ability to translate the passage itself.
The prompt asks the generator to preserve mean-
ing, facts, names, numbers, paragraph boundaries,
and approximate length while introducing progres-
sively stronger English influence.

The subtle corruption level retains mostly natural
target-language wording but permits a few literal
calques and slightly stiff constructions. The mild
corruption level follows English clause structure
more closely and introduces several calques or awk-
ward collocations. The heavy corruption level uses
English syntax and discourse structure more con-
sistently, together with frequent literal choices and
occasional plausible transliteration errors for rare
terms.

We paired each source passage with its three
generated variants to test changes in fluency while
holding content fixed. The complete benchmark
contains 5,000 text positions, of which 4,985 are
unique because a small number of passages recur
in the source data. The severity labels reflect the
requested changes; their agreement with native-
speaker judgments remains to be tested.

4 Evaluation Protocol

4.1 Fluency scoring task
Each judge sees one passage at a time and rates its
fluency and naturalness on a floating-point scale
from 0 to 5. The lower endpoint denotes unintelli-
gible text, 3 denotes understandable but noticeably
awkward text, and 5 denotes text that reads like an
original passage written by a fluent speaker. The
prompt does not reveal whether the passage is the
source or one of the three treatments, and no judge
sees two versions of the same passage together.
Pointwise presentation prevents a model from solv-
ing the task by directly comparing parallel strings.

The hosted generative models return a single
score in increments of 0.25 and infer the language
from the passage itself. Jev receives the language
code and returns an expected score over a ten-level
ordinal rubric, which we normalize to the same 0–5
range. M-Prometheus and the CE-Judge adaptation
receive the language name and use integer ratings
from 1 to 5, linearly mapped to 0–5. The judges
may assign different meanings to the same number
and allow different intervals between scores. We
compare whether each judge lowers its score after a
degradation. We include the full prompts and each
system’s output format in the evaluation artifacts.

4.2 Paired metrics
For source row i, language λ, and degradation level
k ∈ {subtle,mild, heavy}, let si,0 be the source
score and si,k the degraded score. We define detec-
tion as

di,k = ⊮[si,0 > si,k], (1)

and the paired score change as

∆i,k = si,k − si,0. (2)

Negative ∆ indicates successful sensitivity to
degradation. For each language and severity, the de-
tection rate is the mean of di,k. Our primary score
is the unweighted mean over the resulting language–
severity cells, so each evaluated language and each
treatment level contributes equally. We count a tie
as zero detection and record cases where the judge
scores the degraded passage higher as reversals.
Perfect detection would yield 100%. A chance
baseline would depend on how often a judge as-
signs equal scores, so 50% should not be inter-
preted as a common chance rate.

We report the mean score change ∆ as a sec-
ondary measure because judges use the scale differ-
ently. For each set of four texts, we also check



whether scores decrease with severity, both al-
lowing ties and requiring a strict decrease. Fi-
nally, we count the fraction of the six possible text
pairs that the judge orders correctly. This gives
credit for each correctly ordered pair even when
the full sequence is wrong. For confidence intervals
and model contrasts, we resample source passages
within each language: all three comparisons from
a passage remain together in the cluster bootstrap.

4.3 Comparison sets and missing scores

Because API reliability differs across models, we
specify which rows each comparison includes. We
retain a row only when all four scores for that
model are available. If a model has an incomplete
row in the comparison set, we treat all four scores
as tied, giving zero detection credit for that row.
We report the number of complete rows separately.

Our main tables use all 1,250 source rows for
every model except Fable, retaining the additional
observations available for those judges. For Fa-
ble, we estimate detection from the 1,015 rows
it completed within the budget, about 81.2% of
the dataset, and we exclude rows we didn’t send
from this estimate. For paired model comparisons
and language-level analysis, we also evaluate every
judge on the same 1,015 rows, which we call the
Fable-supported set.

5 Experimental Setup

We compare nine hosted general-purpose LLMs,
the Jev pretrained classifier, and five locally run
open-judge configurations. Figure 2 summarizes
the macro detection rate of every judge; the re-
leased metadata provides exact model identifiers
and complete-row coverage. We ran the hosted
evaluations between September 4 and 18, 2026
through OpenAI-compatible Nebius and Open-
Router endpoints. We used OpenRouter for Fable
5.1, Gemini 3.7 Flash, and GPT Astra, and Nebius
for Qwen3.5 and Nemotron Ultra. We set temper-
ature to zero where the endpoint exposed it, and
allowed up to three attempts after a failed request
or unparsable answer. We sent the same prompt to
all nine hosted models.

We evaluated Jev through TypeSafe’s System
One score interface. We supplied a ten-level
fluency rubric and normalized its probability-
weighted ordinal output to 0–5. We selected this
score formulation mostly because it is the inter-
face’s native representation for ordinal judgments,

after a small pilot confirmed that the model per-
formed similarly in several alternative designs.

We evaluate all three released M-Prometheus
checkpoints, which were trained for multilingual
direct assessment and pairwise comparison (Pom-
bal et al., 2025). We retain the official integer 1–5
direct-assessment format, replace the general rubric
with our fluency rubric, and map the result lin-
early to 0–5. We leave M-Prometheus’s reference-
answer field empty, matching the information we
give the other judges.

We further adapt the pointwise CE-Judge pro-
cedure (Ghiasvand Mohammadkhani and Beigy,
2025). Using its released Qwen2.5-7B-Instruct
backbone, the pipeline first extracts relevant lin-
guistic concepts, then turns them into passage-
specific questions, and finally applies that checklist
when scoring. The published prompts assume a
source–translation pair; our CE-Judge adapted con-
dition instead makes all three stages reference-free
and specific to fluency. To separate the procedure
from its backbone, we also evaluate Qwen2.5-7B-
Instruct directly with the same 1–5 rubric.

We ran the five open-judge configurations in
bfloat16 with greedy decoding on two RTX PRO
6000 Blackwell GPUs. We preserve failed requests
and parsing failures in the run logs and charge all
attempts, successful or not, when reporting API
cost.

To contextualize language-level results, we con-
struct a descriptive resource index from six public
signals: estimated speakers, number of countries
where the language is spoken, number of countries
where it is official, Wikipedia article and active-
editor counts, and the number of FineTranslations
documents. We log-scale each signal to its 95th
percentile across the metadata inventory, then av-
erage the six values. The index approximates how
much digital data is available for each language.
The amount of that data used to train each model
is unknown. We include all 25 groups in aggre-
gate results and discuss language-level differences
among the 23 groups that the metadata represents
as distinct languages.

6 Results

6.1 Which judge works best overall?

Table 1 compares all fifteen judges using full-
benchmark results, except for Fable’s estimate
which comes from its completed rows only. ▷

These results show that the benchmark is chal-
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Figure 2: Macro detection rates for all evaluated judges. Bars are sorted by degradation-detection rate; colors
distinguish hosted general-purpose LLMs, the specialized Jev classifier, and locally run open judges. Except for
Fable, rates use all 1,250 source rows, with unavailable rows counted as ties. Fable’s starred estimate uses its 1,015
completed rows; counting its missing rows as ties gives 43.4%.

lenging but not impossible, and is not yet satu-
rated. The fact the largest models perform better
than small ones gives confidence the measured sig-
nal is real. Appendix A gives the complete results
by language and severity, including coverage and
score changes.

▷ Fable leads the general-purpose LLMs, fol-
lowed by Gemini and Astra. Fable’s estimated
macro detection rate is 53.5%, based on 81.2% of
the dataset; Gemini scores 48.7% and Astra 45.8%
on the full benchmark. On the same 1,015 pas-
sages completed by Fable, the three score 53.5%,
48.6%, and 45.5%, respectively. Paired bootstrap
comparisons on this common set put Fable’s ad-
vantage over Gemini at 4.9 percentage points (95%
CI: 3.5–6.4) and Gemini’s advantage over Astra
at 3.1 points (1.5–4.6), using 10,000 source-row
resamples within languages and seed 42. Gemini
also leads Astra by 3.0 points on the full bench-
mark, with 1,249 complete rows compared with
Astra’s 1,250. Jev sits between Gemini and Astra
on the primary metric, scoring 47.7% on the full
benchmark and 48.3% on the Fable-supported set.

▷ Even the strongest judge detects only
slightly more than half of the degradations. On
the full benchmark, the remaining hosted mod-
els score 40.0% for GLM 5.3 Flash, 37.8% for

DeepSeek V4 Flash, 28.5% for Nemotron 3 Ultra,
26.0% for Gemma 3 27B, and 12.9% for Nemotron
3.5 Lightning.

It is possible that Jev might score particularly
high because it was not constrained by the 0.25
thresholds other LLMs targeted, resulting in fewer
ties. Because the impact of thresholding depends
on the absolute scale used by each model, we leave
their analysis to future work.

▷ The custom evaluators in Table 1 are con-
siderably weaker on this task. Direct Qwen2.5-
7B-Instruct obtains 17.7% macro detection, and
the strongest M-Prometheus checkpoint, 14B, ob-
tains 17.4%. The adapted CE-Judge procedure
reaches 14.5%, below its direct Qwen2.5-7B back-
bone. M-Prometheus-3B and 7B obtain 13.2% and
12.9%, respectively. Several of their bootstrap in-
tervals overlap, leaving their relative ranking uncer-
tain. All five configurations score well below the
leading judges on this fluency task. Their integer
scales also produce many ties: macro tie rates range
from 62.4% for direct Qwen2.5-7B to 74.4% for M-
Prometheus-7B, and ties count as non-detections
under our metric.

6.2 Does corruption level matter?

▷ Subtle translationese remains difficult even



Judge Detect ↑ ∆ ↓ Heavy Mild Sub. 95% CI N

Fable 5.1† 53.5 −0.660 79.5 65.5 15.5 [51.6, 55.4] 1015
Gemini 3.7 Flash 48.7 −0.499 76.2 59.8 10.3 [47.2, 50.3] 1249
Jev 47.7 −0.050 74.1 50.0 18.9 [45.9, 49.4] 1250
GPT-6 Astra 45.8 −0.268 73.7 56.7 7.0 [44.2, 47.3] 1250
Qwen3.5 397B 40.6 −0.242 65.8 43.0 13.0 [38.8, 42.3] 1247
GLM 5.3 Flash 40.0 −0.143 67.0 45.0 8.2 [38.5, 41.6] 1250
DeepSeek V4 Flash 37.8 −0.231 64.0 38.1 11.3 [36.2, 39.5] 1250
Nemotron 3 Ultra 28.5 +0.038 33.8 28.1 23.7 [26.6, 30.4] 1146
Gemma 3 27B 26.0 −0.106 52.1 18.3 7.6 [24.5, 27.7] 1250
Qwen2.5-7B direct 17.7 +0.016 19.0 17.6 16.5 [16.1, 19.4] 1237
M-Prometheus-14B 17.4 −0.068 26.6 15.6 9.9 [15.8, 19.1] 1248
CE-Judge adapted 14.5 −0.000 17.9 13.8 11.8 [13.1, 15.9] 1249
M-Prometheus-3B 13.2 +0.225 21.4 11.5 6.6 [11.9, 14.5] 1245
Nemotron 3.5 Lightning 12.9 −0.041 15.2 12.4 11.2 [11.4, 14.5] 1249
M-Prometheus-7B 12.9 −0.006 17.8 11.4 9.5 [11.5, 14.4] 1249

Table 1: Full-benchmark results with a partial-data estimate for Fable. Macro and severity-specific degradation-
detection rates (%). †Fable’s estimate uses only its 1,015 completed rows (81.2% of the dataset); all other scores use
1,250 rows, with unavailable rows counted as ties. Detection is in percent; ∆ is the mean degraded-minus-source
score (more negative means a larger drop), and N gives complete-row coverage. Bold and underlining mark the
best and second-best distinct values in each score column; delta comparisons depend on the judge’s scoring scale.
Confidence intervals use 2,000 source-row cluster-bootstrap samples within each model’s comparison set (seed
42). Colors follow the displayed detection rates: blue ≥ 45%, green 35–< 45%, amber 20–< 35%, and gray
< 20%. Rows use overall detection; severity cells use their own rates. Colors and highlights do not denote statistical
significance.

for the leading judges. Fable detects 15.5% of
subtle variants, compared with 65.5% of mild and
79.5% of heavy variants. The same gradient ap-
pears for the five leading judges in Table 1. Fable,
Gemini, and Astra retain that order at every level
on their common comparison set, so their overall
ranking reflects differences across all three levels
of corruption. Among those five systems, Jev is
best on subtle changes at 18.9%, yet it trails Fable
and Gemini on both mild and heavy changes.

Fable’s mean score change ∆ is +0.226 for sub-
tle translationese, −0.723 for mild, and −1.482
for heavy. Fable rates subtle variants above their
sources on average, even though the requested in-
tervention was a degradation. Some cases may
be genuine misses; in others, the generator may
have smoothed an imperfection already present in
the web source. The average scores follow the
requested severity levels. Native speakers would
need to check whether that ordering holds for indi-
vidual sets of texts.

On the common Fable-supported set, the ranking
changes under the all-pairs metric. Fable leads
on source-versus-degraded detection, whereas Jev
slightly leads on accuracy over all six severity pairs,
67.9% to 67.4%. Jev’s nearly continuous scores
produce far fewer ties. It can correctly order the
degraded variants even when it fails to rank the
original above them.

6.3 Does the best judge depend on the
language?

For the language-level comparisons in this section,
we use the common Fable-supported set so that
each judge scores the same passages. Appendix A
also reports every model’s full results, retaining
Fable’s completed-row estimates. Language-level
averages vary almost as much as severity-level aver-
ages. Across the 23 language groups considered in
this analysis, Fable ranges from 63.6% for Spanish
to 14.7% for Scottish Gaelic. French, Swedish, Ital-
ian, and Czech are also above 63%, while Galician,
Irish, and Maltese are below 38%.

▷ Languages with more resources generally
receive higher detection rates. Fable’s language
ranking has a Spearman correlation of ρ = 0.74
with our descriptive resource index. For the other
non-Nemotron general-purpose judges and Jev, the
corresponding correlations range from 0.52 to 0.77.
Departures from this trend may reflect the domains
of the sampled passages, the corruption generator,
differences in model training, or sampling varia-
tion.

▷ The best judge depends on the language.
Jev, for example, reaches 65.9% on Lower Sor-
bian and 41.0% on Galician, exceeding Fable in
both cases despite trailing it overall. Nemotron
3 Ultra has the highest observed rate on Maltese



at 40.8% and shares the highest rate on Scottish
Gaelic at 23.3%, but reaches only 12.7% on Welsh.
Nemotron 3.5 Lightning likewise has isolated rela-
tive successes on Lower Sorbian (30.1%) and Irish
(26.7%), alongside misses on Icelandic (0.0%),
Dutch (2.6%), and Czech (3.5%).

These Nemotron profiles are nearly uncorrelated
with our resource index: ρ = 0.01 for Ultra and
−0.19 for Lightning. The models’ documentation
suggests one possible explanation. Although the
base models see broader multilingual data, mul-
tilingual post-training is concentrated on a short
list of languages, including French, German, Ital-
ian, Spanish, Chinese, and Japanese (NVIDIA,
2026a,b). Even that list does not predict the re-
sults cleanly: Lightning scores only 7.1% on Ger-
man, 8.5% on Italian, and 10.1% on Spanish, while
doing better on languages outside the stated post-
training focus. These uneven results make direct
testing in the target language necessary, including
for languages listed as supported by the provider.

6.4 What does the best judge cost?

▷ Fable’s lead came at a cost of roughly $200
for 81.2% coverage. That expenditure produced
1,015 complete rows. Including unsuccessful and
retried requests, we spent roughly $0.20 per com-
pleted source row, or $49 per 1,000 completed text
judgments.

Jev completed the full benchmark for 0.38$ and
scored 47.7%, compared with Fable’s 53.5% esti-
mate. On their common comparison set, Jev scored
slightly higher on all-pairs ordering. Its relative
accuracy however varied by language, so replacing
Fable with Jev requires checking performance in
the intended setting. The result motivates using
pretrained or custom-trained classifiers for routine
scoring, potentially reserving expensive LLM calls
for uncertain cases. We focus on LLM judges be-
cause they are widely used and because their abil-
ity to recognize natural phrasing may also tell us
something about their own fluency when generat-
ing text (even though that possible link remains to
be proved).

7 Discussion

We recommend validating a judge on the language
and fluency differences it will encounter. Fable
leads overall on the rows it completes, but Jev per-
forms better on subtle changes and on some indi-
vidual languages. Choosing by aggregate accuracy

alone could lead users to pay for a model whose
advantage disappears on their task. A judge that
detects obvious corruption may still struggle with
the near-native cases that require careful human
review.

Language resources help explain the broad pat-
tern of results. However, the Nemotron mod-
els depart sharply from that pattern and produce
language-level results too erratic to support claims
based on isolated high ranks. Their selective multi-
lingual post-training offers a possible explanation,
although our experiment cannot identify which
training choices caused these differences.

Paired comparisons make it possible to test
judges even if they attach different meanings to
a score of 4. Using those scores as absolute qual-
ity thresholds would require a separate calibration
study with human ratings. A practical next step is to
test a system that sends routine cases to a low-cost
classifier and ambiguous ones to a more expensive
general model. Because hosted endpoints and train-
ing mixtures change, each model version requires
renewed validation.

Whether fluency judgment predicts generation
ability remains an open question. A direct test
would pair the present judge scores with native-
speaker ratings of text generated by the same mod-
els in each language. Such an experiment could
establish whether the ability to recognize transla-
tionese predicts the ability to avoid producing it.

8 Limitations

The benchmark’s central limitation is that its order-
ing is generated rather than human-validated. A
shared source passage keeps content approximately
constant, but the three severity levels come from
instructions to a single generator. A variant may al-
ter the intended meaning, introduce a conspicuous
artifact unrelated to translationese, or accidentally
improve an awkward source. Judges may also re-
spond to generator-specific wording, limiting gen-
eralization to other forms of translationese. Future
versions should therefore use multiple corruption
models and ask native speakers to verify meaning
preservation and to rerank the texts.

Generalization is further constrained by the
source data and language coverage. FineTrans-
lations passages may themselves be translated, non-
native, code-switched, formulaic, or poorly writ-
ten, while our English-centered corruption prompt
does not model interference from other source lan-



guages. Moreover, the 25 language–script groups
are predominantly European and contain only 50
source passages each. That being said, limiting
the evaluation to the 42 Fable-supported rows re-
turned very similar percentages, showing the risk
is limited. Still, broader claims about multilingual
fluency judging would require more languages, do-
mains, and sources of linguistic interference.

Some measured differences may also reflect scor-
ing interfaces rather than fluency competence alone.
Hosted LLMs use half-point ratings, Jev returns a
near-continuous expected ordinal score, and M-
Prometheus and CE-Judge use coarser integer rat-
ings. Coarser scales produce more ties and thus
lower measured detection, even though the metric
considers only the direction of score changes. Our
CE-Judge adaptation also departs from the pub-
lished task by removing the source text used in
translation assessment. Alternative prompts and
direct pairwise comparisons would help determine
how strongly these design choices affect the results.

Missing scores create an additional source of un-
certainty. Fable and Nemotron Ultra have many in-
complete rows, and their API failures may depend
on language or passage length. We report both
accuracy on the Fable-supported set and results
that count missing scores as ties, but estimating
complete-run performance still requires assump-
tions about why requests failed. Hosted model
identifiers may also drift behind an endpoint, limit-
ing exact reproducibility even when prompts and
caches are released.

Finally, we have not yet measured native-speaker
performance on the benchmark. The current scores
therefore measure agreement with the ordering re-
quested from the generator rather than agreement
with human judgments. We deduplicate the fifteen
repeated positions among 5,000 at request time
and keep each source row’s three variants together
when estimating uncertainty, but the language-level
comparisons remain exploratory. Larger samples,
native-speaker validation, and correction for multi-
ple comparisons would allow more rigorous tests
of the observed language differences.

9 Conclusion

We introduced TDBENCH, a controlled multilin-
gual benchmark that tests whether a candidate
judge scores an original-language passage above in-
creasingly translationese-like variants. The paired
design lets us compare judges by whether their
scores decrease after a requested loss of fluency.

Among the general-purpose LLMs we tested, Fa-
ble 5.1 has the highest estimated detection rate, fol-
lowed by Gemini 3.7 Flash and GPT-6 Astra. Com-
parisons on their common set of passages support
both gaps. However, the leading model changes
with language and corruption severity, and subtle
translationese remains difficult across the compar-
ison. At approximately $200 for 81.2% coverage,
Fable is expensive for routine use; Jev achieves
competitive accuracy and completes the full bench-
mark. The open multilingual judge methods tested
here perform poorly on this task of scoring pas-
sages in isolation.

Future work should validate the generated or-
dering with native speakers, broaden the range of
languages, varieties, domains, and source-language
interference, and test whether judging competence
predicts generation fluency. We will release the
benchmark data, prompts, score caches, and eval-
uation scripts to support language-specific, cost-
aware choices of fluency judge.

Ethical Considerations

FineTranslations derives from public web data un-
der the ODC-By 1.0 license and Common Crawl
terms. Released artifacts should retain provenance,
respect upstream removals, and avoid presenting
passages as newly authored; synthetic variants may
preserve identifying details from their sources.

Naturalness judgments can privilege standard-
ized varieties and penalize legitimate dialectal,
learner, or code-switched usage. Native-speaker
validation should therefore represent relevant vari-
eties, document annotator backgrounds, and com-
pensate linguistic expertise. We also report cover-
age, retries, hardware, and cost to make the finan-
cial and computational trade-offs of large judges
visible.
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A Complete Model Comparison

We include all numeric breakdowns from results/translationese/model_comparison.html, replac-
ing Fable's entries with its completed-row estimates from the companion Fable-supported report. As
in Table 1, Fable scores 53.5% based on 1,015 completed source rows (81.2% coverage). All other
models use the full set of 1,250 rows, with unavailable rows counted as ties. For each language, Fable's
rates use only the passages it completed; the detailed tables give that denominator explicitly. Compar-
isons with Fable therefore involve different passage sets, and its estimates may be affected by which
requests failed. Colors use the same detection thresholds throughout: blue ≥ 45% , green 35–< 45% ,

amber 20–< 35% , and gray < 20% . Each cell or row takes its color from the detection rate it reports,
so a model can change color across languages and severity levels. Bold marks the best value and underlin-
ing the second-best distinct value in each comparison; tied values share the highlight. Higher detection is
better; a more negative score change ∆ means a larger drop after corruption. Delta highlights describe
score sensitivity and depend on the judge's scale; they do not establish a ranking of judge quality. The
colors and highlights are descriptive and do not denote statistical significance. Every table uses the same
model order: descending average detection across all languages and severity levels, including Fable's
completed-row estimate. The appendix includes all 25 language–script groups in the released benchmark.
Language-specific results describe these samples of 50 passages and should guide further validation in the
intended use case.

A.1 Model identifiers and aggregate results
Tables use model-name abbreviations: FAB (Fable), GEM (Gemini), JEV (Jev), GPT (GPT-6 Astra),
Q35 (Qwen3.5), GLM, DSK (DeepSeek), NMU (Nemotron Ultra), GMA (Gemma), Q25 (Qwen2.5),
MP14/MP3/MP7 (M-Prometheus by size), CEJ (CE-Judge), and NML (Nemotron Lightning).

Table 2: Model key and complete-row coverage out of 1,250.

Code Model identifier Scored rows Missing

FAB anthropic/claude-fable-5.1 1015 235
GEM gemini-3.7-flash 1249 1
JEV jev/jev-latest:score 1250 0
GPT gpt-6-astra 1250 0
Q35 Qwen/Qwen3.5-397B-A17B 1247 3
GLM zai-org/GLM-5.3-Flash 1250 0
DSK deepseek-ai/DeepSeek-V4-Flash-0731 1250 0
NMU nvidia/Nemotron-3-Ultra-550b-a55b 1146 104
GMA google/gemma-3-27b-it 1250 0
Q25 Qwen/Qwen2.5-7B-Instruct 1237 13
MP14 Unbabel/M-Prometheus-14B 1248 2
CEJ CE-Judgeadapted/Qwen/Qwen2.5-7B-Instruct 1249 1
MP3 Unbabel/M-Prometheus-3B 1245 5
NML nvidia/Nemotron-3_5-Lightning 1249 1
MP7 Unbabel/M-Prometheus-7B 1249 1

Detection averages the rate of scoring the source above its degradation across language–severity cells.
Mean ∆ is the degraded score minus the source score, with equal weight for each language–severity cell.
It is the negative of the report's discrimination metric. Monotonic measures the share of source–subtle–
mild–heavy sequences whose scores never increase; strict monotonic requires a decrease at every step.
Ordered pairs measures accuracy over all six pairs in each sequence. For models other than Fable, missing
rows contribute zero discrimination and zero strict-order accuracy, and satisfy the non-strict monotonic
condition because all four scores are tied. We exclude Fable's missing rows from all its metrics.

Table 3: Model ranking and ordering metrics, with completed-row estimates for Fable. Rates are percentages; ∆ is
in score units.

Model Detect ↑ ∆ ↓ Ordered pairs Monotonic Strict Scored rows

FAB 53.5 −0.660 67.4 44.3 4.7 1015
GEM 48.7 −0.499 65.2 35.0 2.4 1249
JEV 47.7 −0.050 67.7 10.5 9.4 1250



Table 3 (continued)

Model Detect ↑ ∆ ↓ Ordered pairs Monotonic Strict Scored rows

GPT 45.8 −0.268 64.0 40.2 2.6 1250
Q35 40.6 −0.242 56.7 32.2 2.7 1247
GLM 40.0 −0.143 58.4 31.6 2.3 1250
DSK 37.8 −0.231 51.9 38.9 0.8 1250
NMU 28.5 +0.038 33.0 32.9 0.6 1146
GMA 26.0 −0.106 38.9 57.7 0.1 1250
Q25 17.7 +0.016 18.0 53.6 0.1 1237
MP14 17.4 −0.068 22.2 65.1 0.0 1248
CEJ 14.5 −0.000 15.3 64.1 0.0 1249
MP3 13.2 +0.225 17.8 66.4 0.0 1245
NML 12.9 −0.041 13.7 73.0 0.0 1249
MP7 12.9 −0.006 14.0 71.9 0.1 1249



A.2 Which models perform best in each language?
Table 4 shows detection by language, grouped into heavy, mild, and subtle translationese blocks separated
by horizontal rules. All fifteen models appear in the same order throughout, sorted by their overall average
detection score. Bold marks every model tied for the highest unrounded rate within a language and
severity; underlining marks the next distinct rate. The highlights describe observed rankings and do not
establish statistically significant differences.

Table 4: Detection by language (%), grouped by translationese level: heavy, mild, then subtle. Models follow
overall average detection order; the mean row in each block averages equally over languages. Fable uses completed
passages only. Codes refer to Table 2.

Language FAB GEM JEV GPT Q35 GLM DSK NMU GMA Q25 MP14 CEJ MP3 NML MP7

Heavy translationese
Basque 63.8 66.0 52.0 60.0 42.0 36.0 34.0 20.0 26.0 36.0 8.0 14.0 6.0 14.0 6.0
Czech 97.4 98.0 100.0 98.0 88.0 92.0 94.0 28.0 76.0 10.0 24.0 6.0 28.0 10.0 34.0
Dutch 97.4 96.0 98.0 94.0 86.0 92.0 86.0 28.0 74.0 14.0 32.0 16.0 22.0 14.0 28.0
Estonian 81.4 76.0 80.0 74.0 76.0 70.0 72.0 30.0 52.0 24.0 22.0 8.0 28.0 6.0 8.0
French 95.1 96.0 96.0 96.0 92.0 88.0 94.0 50.0 86.0 20.0 42.0 24.0 52.0 34.0 36.0
Galician 51.3 44.0 54.0 40.0 38.0 44.0 32.0 20.0 22.0 10.0 12.0 18.0 8.0 10.0 10.0
German 97.6 92.0 90.0 94.0 86.0 88.0 84.0 46.0 84.0 10.0 20.0 20.0 22.0 12.0 20.0
Greek 100.0 98.0 92.0 96.0 90.0 94.0 86.0 64.0 52.0 24.0 24.0 10.0 12.0 4.0 12.0
Hungarian 87.5 92.0 92.0 92.0 80.0 86.0 76.0 26.0 64.0 16.0 32.0 6.0 28.0 10.0 0.0
Icelandic 88.1 86.0 78.0 88.0 78.0 78.0 64.0 20.0 38.0 16.0 18.0 12.0 18.0 0.0 10.0
Irish 42.5 34.0 34.0 24.0 24.0 22.0 24.0 16.0 16.0 30.0 28.0 32.0 10.0 28.0 18.0
Italian 97.4 98.0 92.0 98.0 88.0 92.0 88.0 48.0 82.0 18.0 50.0 22.0 46.0 12.0 26.0
Latvian 87.2 88.0 88.0 92.0 64.0 80.0 66.0 18.0 74.0 20.0 20.0 18.0 16.0 6.0 20.0
Limburgish 75.0 68.0 52.0 60.0 60.0 42.0 50.0 32.0 20.0 32.0 34.0 24.0 12.0 30.0 18.0
Lower Sorbian 75.6 48.0 76.0 58.0 48.0 56.0 62.0 44.0 34.0 14.0 24.0 18.0 12.0 34.0 20.0
Luxembourgish 73.8 64.0 58.0 50.0 42.0 34.0 42.0 50.0 34.0 30.0 36.0 28.0 20.0 28.0 18.0
Maltese 52.5 52.0 44.0 52.0 34.0 36.0 34.0 34.0 26.0 26.0 28.0 16.0 18.0 4.0 14.0
Portuguese 89.3 86.0 80.0 86.0 72.0 78.0 70.0 50.0 62.0 8.0 20.0 36.0 32.0 22.0 18.0
Scottish Gaelic 14.0 28.0 30.0 16.0 26.0 22.0 20.0 20.0 10.0 28.0 14.0 24.0 12.0 14.0 8.0
Slovenian 92.9 92.0 92.0 90.0 80.0 86.0 74.0 22.0 66.0 12.0 22.0 12.0 18.0 6.0 6.0
Spanish 97.7 98.0 98.0 98.0 78.0 88.0 92.0 46.0 84.0 6.0 40.0 20.0 44.0 18.0 34.0
Swedish 95.0 90.0 88.0 90.0 76.0 80.0 78.0 28.0 76.0 2.0 34.0 12.0 12.0 18.0 34.0
Ukrainian 97.8 94.0 96.0 96.0 92.0 96.0 88.0 46.0 84.0 16.0 20.0 14.0 36.0 2.0 16.0
Welsh 71.4 56.0 50.0 50.0 54.0 50.0 54.0 12.0 36.0 28.0 30.0 28.0 12.0 20.0 18.0
Western Frisian 65.9 64.0 42.0 50.0 50.0 44.0 36.0 48.0 24.0 26.0 30.0 10.0 12.0 24.0 12.0

Mean 79.5 76.2 74.1 73.7 65.8 67.0 64.0 33.8 52.1 19.0 26.6 17.9 21.4 15.2 17.8
Mild translationese
Basque 57.4 48.0 44.0 48.0 24.0 36.0 32.0 20.0 18.0 32.0 12.0 8.0 4.0 8.0 8.0
Czech 84.2 78.0 72.0 84.0 52.0 74.0 50.0 20.0 26.0 8.0 6.0 8.0 14.0 8.0 14.0
Dutch 78.9 70.0 66.0 64.0 48.0 54.0 48.0 24.0 14.0 4.0 22.0 14.0 6.0 8.0 14.0
Estonian 62.8 66.0 46.0 66.0 48.0 44.0 38.0 24.0 12.0 22.0 12.0 14.0 18.0 4.0 10.0
French 85.4 78.0 72.0 78.0 66.0 70.0 56.0 24.0 24.0 14.0 12.0 10.0 18.0 30.0 10.0
Galician 33.3 32.0 48.0 18.0 30.0 22.0 20.0 20.0 16.0 16.0 16.0 10.0 6.0 10.0 12.0
German 76.2 68.0 66.0 74.0 62.0 66.0 62.0 20.0 26.0 10.0 6.0 16.0 4.0 8.0 8.0
Greek 79.5 76.0 54.0 82.0 52.0 60.0 32.0 36.0 12.0 16.0 4.0 12.0 4.0 2.0 4.0
Hungarian 77.5 68.0 54.0 80.0 38.0 38.0 22.0 24.0 10.0 12.0 14.0 4.0 16.0 4.0 4.0
Icelandic 66.7 62.0 26.0 66.0 34.0 36.0 24.0 28.0 4.0 14.0 8.0 8.0 6.0 0.0 10.0
Irish 45.0 30.0 24.0 22.0 18.0 14.0 12.0 16.0 12.0 40.0 26.0 36.0 8.0 26.0 22.0
Italian 87.2 86.0 70.0 84.0 58.0 72.0 50.0 30.0 18.0 12.0 14.0 8.0 18.0 8.0 10.0
Latvian 53.8 54.0 44.0 50.0 36.0 50.0 38.0 42.0 10.0 8.0 8.0 18.0 8.0 8.0 14.0
Limburgish 63.9 74.0 36.0 56.0 38.0 40.0 52.0 32.0 14.0 26.0 26.0 26.0 16.0 24.0 14.0
Lower Sorbian 63.4 50.0 64.0 52.0 48.0 44.0 60.0 54.0 30.0 12.0 30.0 20.0 6.0 28.0 14.0
Luxembourgish 69.0 64.0 44.0 42.0 48.0 12.0 36.0 52.0 34.0 34.0 26.0 20.0 20.0 14.0 16.0
Maltese 37.5 36.0 38.0 34.0 32.0 40.0 18.0 42.0 22.0 22.0 28.0 16.0 18.0 14.0 8.0
Portuguese 75.0 54.0 44.0 52.0 38.0 50.0 30.0 24.0 18.0 6.0 12.0 12.0 12.0 18.0 6.0
Scottish Gaelic 18.6 26.0 30.0 14.0 20.0 16.0 16.0 22.0 8.0 36.0 14.0 14.0 12.0 12.0 6.0
Slovenian 64.3 62.0 54.0 64.0 42.0 42.0 34.0 28.0 10.0 8.0 0.0 10.0 0.0 4.0 12.0
Spanish 88.4 78.0 68.0 86.0 54.0 66.0 54.0 22.0 34.0 0.0 18.0 10.0 18.0 14.0 10.0
Swedish 80.0 70.0 56.0 70.0 50.0 60.0 42.0 16.0 22.0 4.0 12.0 16.0 14.0 12.0 20.0
Ukrainian 73.3 68.0 58.0 70.0 60.0 70.0 54.0 28.0 14.0 20.0 12.0 4.0 10.0 4.0 6.0
Welsh 59.5 52.0 44.0 34.0 44.0 28.0 40.0 12.0 28.0 24.0 32.0 16.0 20.0 18.0 24.0
Western Frisian 56.1 44.0 28.0 28.0 34.0 20.0 32.0 42.0 22.0 40.0 20.0 16.0 12.0 24.0 10.0

Mean 65.5 59.8 50.0 56.7 43.0 45.0 38.1 28.1 18.3 17.6 15.6 13.8 11.5 12.4 11.4
Subtle translationese
Basque 25.5 16.0 30.0 22.0 18.0 14.0 12.0 18.0 14.0 26.0 6.0 4.0 2.0 10.0 4.0
Czech 7.9 4.0 16.0 2.0 12.0 6.0 6.0 34.0 2.0 8.0 0.0 8.0 2.0 6.0 12.0
Dutch 7.9 4.0 18.0 4.0 4.0 4.0 4.0 24.0 2.0 10.0 2.0 10.0 0.0 6.0 8.0
Estonian 4.7 6.0 18.0 6.0 2.0 6.0 2.0 22.0 0.0 24.0 10.0 20.0 4.0 6.0 10.0
French 9.8 4.0 26.0 8.0 10.0 12.0 8.0 10.0 4.0 12.0 4.0 4.0 4.0 8.0 0.0
Galician 5.1 6.0 14.0 0.0 12.0 2.0 10.0 14.0 6.0 14.0 10.0 6.0 6.0 6.0 10.0
German 7.1 4.0 16.0 2.0 2.0 2.0 2.0 4.0 2.0 8.0 2.0 6.0 0.0 2.0 8.0
Greek 4.5 2.0 8.0 2.0 10.0 6.0 2.0 24.0 2.0 12.0 2.0 2.0 0.0 2.0 0.0
Hungarian 12.5 4.0 10.0 8.0 4.0 4.0 0.0 24.0 4.0 8.0 4.0 2.0 6.0 12.0 6.0
Icelandic 9.5 6.0 14.0 10.0 6.0 10.0 2.0 24.0 0.0 14.0 8.0 14.0 8.0 0.0 10.0
Irish 22.5 20.0 24.0 4.0 12.0 2.0 8.0 14.0 12.0 30.0 28.0 30.0 12.0 24.0 16.0
Italian 5.1 4.0 10.0 4.0 12.0 4.0 2.0 16.0 2.0 10.0 2.0 12.0 2.0 6.0 10.0
Latvian 5.1 4.0 14.0 2.0 8.0 6.0 10.0 30.0 2.0 14.0 0.0 10.0 2.0 4.0 14.0



Table 4 (continued)
Language FAB GEM JEV GPT Q35 GLM DSK NMU GMA Q25 MP14 CEJ MP3 NML MP7

Limburgish 52.8 36.0 16.0 20.0 34.0 22.0 30.0 38.0 10.0 18.0 24.0 18.0 12.0 26.0 10.0
Lower Sorbian 34.1 26.0 48.0 28.0 32.0 28.0 56.0 46.0 30.0 12.0 20.0 8.0 8.0 30.0 12.0
Luxembourgish 50.0 30.0 32.0 12.0 30.0 4.0 30.0 50.0 30.0 36.0 34.0 28.0 20.0 22.0 16.0
Maltese 22.5 24.0 26.0 18.0 12.0 18.0 16.0 40.0 14.0 24.0 16.0 8.0 16.0 14.0 10.0
Portuguese 0.0 0.0 4.0 0.0 4.0 4.0 6.0 12.0 0.0 10.0 2.0 20.0 6.0 6.0 2.0
Scottish Gaelic 11.6 2.0 12.0 2.0 8.0 4.0 10.0 22.0 4.0 38.0 16.0 18.0 8.0 16.0 10.0
Slovenian 4.8 0.0 18.0 2.0 12.0 6.0 2.0 38.0 2.0 4.0 2.0 8.0 4.0 8.0 8.0
Spanish 4.7 8.0 10.0 2.0 6.0 8.0 2.0 10.0 0.0 4.0 4.0 4.0 2.0 8.0 4.0
Swedish 15.0 4.0 20.0 2.0 10.0 4.0 10.0 16.0 4.0 8.0 0.0 10.0 4.0 6.0 10.0
Ukrainian 4.4 4.0 12.0 0.0 6.0 4.0 6.0 18.0 0.0 12.0 4.0 4.0 6.0 8.0 8.0
Welsh 35.7 22.0 44.0 12.0 38.0 16.0 24.0 10.0 24.0 24.0 30.0 24.0 14.0 20.0 24.0
Western Frisian 24.4 18.0 12.0 2.0 22.0 8.0 22.0 34.0 20.0 32.0 18.0 16.0 16.0 24.0 16.0

Mean 15.5 10.3 18.9 7.0 13.0 8.2 11.3 23.7 7.6 16.5 9.9 11.8 6.6 11.2 9.5



A.3 Complete results by language and severity
The following tables include all 1,125 model–language–severity combinations, with completed-row
estimates for Fable. Each table starts with detection (↑) and mean score change ∆ (↓), followed by
uncertainty, coverage, and secondary diagnostics. We highlight detection and ∆ independently within
each language–severity block. Scored/N gives the number of complete rows and the denominator used
for detection. Mean score uses only scored rows, while mean ∆ (degraded minus source), detection, ties,
and reversals include missing rows as ties with zero change for models other than Fable. For Fable, both
counts equal the number of completed passages and vary by language; every other model uses N = 50.
Detection, ties, and reversals sum to 100%, apart from rounding. The 95% intervals here describe mean ∆
and use the report's normal approximation (mean ±1.96 standard errors). They differ from the bootstrap
intervals for detection in the main table. Each language has its own table, with heavy, mild, and subtle
blocks separated by horizontal rules. Within every block, models retain the overall average detection
ranking.



A.3.1 Basque

Table 5: Basque: complete results in heavy, mild, and subtle blocks. Models follow overall average detection order
within each block. Rates are percentages.

Model Detect ↑ ∆ ↓ 95% CI, ∆ Scored/N Ties Reverse Mean score

Heavy translationese
FAB 63.8 −0.457 [−0.796,−0.119] 47/47 10.6 25.5 3.213
GEM 66.0 −0.570 [−0.890,−0.250] 50/50 12.0 22.0 3.460
JEV 52.0 +0.030 [−0.194,+0.254] 50/50 0.0 48.0 3.751
GPT 60.0 −0.380 [−0.623,−0.137] 50/50 24.0 16.0 3.530
Q35 42.0 −0.100 [−0.384,+0.184] 49/50 22.0 36.0 3.541
GLM 36.0 −0.210 [−0.474,+0.054] 50/50 36.0 28.0 3.580
DSK 34.0 −0.010 [−0.347,+0.327] 50/50 36.0 30.0 4.070
NMU 20.0 +0.000 [−0.194,+0.194] 24/50 58.0 22.0 1.438
GMA 26.0 −0.010 [−0.174,+0.154] 50/50 50.0 24.0 4.050
Q25 36.0 −0.225 [−0.809,+0.359] 50/50 36.0 28.0 2.550
MP14 8.0 +0.700 [+0.180,+1.220] 50/50 64.0 28.0 3.925
CEJ 14.0 +0.325 [−0.070,+0.720] 50/50 68.0 18.0 4.750
MP3 6.0 +0.850 [+0.301,+1.399] 50/50 64.0 30.0 3.300
NML 14.0 +0.020 [−0.259,+0.299] 50/50 66.0 20.0 2.560
MP7 6.0 +0.275 [−0.097,+0.647] 50/50 80.0 14.0 4.650
Mild translationese
FAB 57.4 −0.298 [−0.637,+0.042] 47/47 14.9 27.7 3.372
GEM 48.0 −0.190 [−0.494,+0.114] 50/50 20.0 32.0 3.840
JEV 44.0 +0.149 [−0.074,+0.372] 50/50 0.0 56.0 3.870
GPT 48.0 −0.100 [−0.347,+0.147] 50/50 30.0 22.0 3.810
Q35 24.0 +0.150 [−0.122,+0.422] 49/50 30.0 46.0 3.796
GLM 36.0 +0.120 [−0.148,+0.388] 50/50 18.0 46.0 3.910
DSK 32.0 +0.100 [−0.289,+0.489] 50/50 32.0 36.0 4.180
NMU 20.0 −0.060 [−0.249,+0.129] 24/50 62.0 18.0 1.312
GMA 18.0 +0.130 [−0.020,+0.280] 50/50 46.0 36.0 4.190
Q25 32.0 +0.150 [−0.447,+0.747] 50/50 36.0 32.0 2.925
MP14 12.0 +0.800 [+0.237,+1.363] 50/50 54.0 34.0 4.025
CEJ 8.0 +0.325 [+0.038,+0.612] 50/50 72.0 20.0 4.750
MP3 4.0 +1.000 [+0.481,+1.519] 50/50 62.0 34.0 3.450
NML 8.0 +0.180 [−0.102,+0.462] 50/50 70.0 22.0 2.720
MP7 8.0 +0.175 [−0.215,+0.565] 50/50 78.0 14.0 4.550
Subtle translationese
FAB 25.5 +0.330 [−0.024,+0.684] 47/47 25.5 48.9 4.000
GEM 16.0 +0.460 [+0.190,+0.730] 50/50 34.0 50.0 4.490
JEV 30.0 +0.282 [+0.055,+0.509] 50/50 0.0 70.0 4.003
GPT 22.0 +0.320 [+0.088,+0.552] 50/50 28.0 50.0 4.230
Q35 18.0 +0.460 [+0.168,+0.752] 49/50 22.0 60.0 4.112
GLM 14.0 +0.530 [+0.287,+0.773] 50/50 24.0 62.0 4.320
DSK 12.0 +0.420 [+0.021,+0.819] 50/50 42.0 46.0 4.500
NMU 18.0 −0.060 [−0.304,+0.184] 24/50 68.0 14.0 1.312
GMA 14.0 +0.190 [+0.027,+0.353] 50/50 54.0 32.0 4.250
Q25 26.0 +0.075 [−0.517,+0.667] 50/50 38.0 36.0 2.850
MP14 6.0 +0.900 [+0.415,+1.385] 50/50 62.0 32.0 4.125
CEJ 4.0 +0.350 [+0.037,+0.663] 50/50 78.0 18.0 4.775
MP3 2.0 +0.875 [+0.355,+1.395] 50/50 68.0 30.0 3.325
NML 10.0 +0.330 [+0.003,+0.657] 50/50 66.0 24.0 2.870
MP7 4.0 +0.300 [−0.025,+0.625] 50/50 80.0 16.0 4.675



A.3.2 Czech

Table 6: Czech: complete results in heavy, mild, and subtle blocks. Models follow overall average detection order
within each block. Rates are percentages.

Model Detect ↑ ∆ ↓ 95% CI, ∆ Scored/N Ties Reverse Mean score

Heavy translationese
FAB 97.4 −2.303 [−2.532,−2.073] 38/38 2.6 0.0 1.776
GEM 98.0 −2.150 [−2.371,−1.929] 50/50 2.0 0.0 2.030
JEV 100.0 −1.061 [−1.183,−0.939] 50/50 0.0 0.0 2.966
GPT 98.0 −1.600 [−1.758,−1.442] 50/50 2.0 0.0 2.530
Q35 88.0 −1.350 [−1.573,−1.127] 50/50 10.0 2.0 2.760
GLM 92.0 −1.440 [−1.645,−1.235] 50/50 6.0 2.0 2.510
DSK 94.0 −1.700 [−1.941,−1.459] 50/50 4.0 2.0 2.530
NMU 28.0 +0.060 [−0.175,+0.295] 45/50 38.0 34.0 1.100
GMA 76.0 −0.610 [−0.736,−0.484] 50/50 24.0 0.0 3.640
Q25 10.0 +0.025 [−0.139,+0.189] 50/50 78.0 12.0 4.225
MP14 24.0 −0.675 [−1.066,−0.284] 50/50 74.0 2.0 1.250
CEJ 6.0 +0.100 [−0.054,+0.254] 50/50 80.0 14.0 4.925
MP3 28.0 −0.575 [−0.919,−0.231] 50/50 68.0 4.0 1.475
NML 10.0 −0.110 [−0.216,−0.004] 50/50 90.0 0.0 2.980
MP7 34.0 −0.700 [−1.170,−0.230] 50/50 56.0 10.0 3.700
Mild translationese
FAB 84.2 −0.987 [−1.236,−0.738] 38/38 5.3 10.5 3.092
GEM 78.0 −0.880 [−1.092,−0.668] 50/50 10.0 12.0 3.300
JEV 72.0 −0.083 [−0.180,+0.015] 50/50 0.0 28.0 3.945
GPT 84.0 −0.780 [−0.944,−0.616] 50/50 10.0 6.0 3.350
Q35 52.0 −0.430 [−0.636,−0.224] 50/50 30.0 18.0 3.680
GLM 74.0 −0.590 [−0.791,−0.389] 50/50 10.0 16.0 3.360
DSK 50.0 −0.370 [−0.665,−0.075] 50/50 26.0 24.0 3.860
NMU 20.0 +0.340 [+0.057,+0.623] 45/50 24.0 56.0 1.411
GMA 26.0 −0.050 [−0.144,+0.044] 50/50 60.0 14.0 4.200
Q25 8.0 +0.000 [−0.140,+0.140] 50/50 84.0 8.0 4.200
MP14 6.0 −0.175 [−0.437,+0.087] 50/50 90.0 4.0 1.750
CEJ 8.0 +0.050 [−0.106,+0.206] 50/50 80.0 12.0 4.875
MP3 14.0 −0.275 [−0.566,+0.016] 50/50 80.0 6.0 1.775
NML 8.0 −0.090 [−0.190,+0.010] 50/50 92.0 0.0 3.000
MP7 14.0 +0.050 [−0.238,+0.338] 50/50 72.0 14.0 4.450
Subtle translationese
FAB 7.9 +0.382 [+0.207,+0.557] 38/38 36.8 55.3 4.461
GEM 4.0 +0.420 [+0.274,+0.566] 50/50 38.0 58.0 4.600
JEV 16.0 +0.243 [+0.156,+0.329] 50/50 0.0 84.0 4.270
GPT 2.0 +0.290 [+0.185,+0.395] 50/50 50.0 48.0 4.420
Q35 12.0 +0.360 [+0.207,+0.513] 50/50 26.0 62.0 4.470
GLM 6.0 +0.400 [+0.247,+0.553] 50/50 36.0 58.0 4.350
DSK 6.0 +0.510 [+0.280,+0.740] 50/50 52.0 42.0 4.740
NMU 34.0 +0.050 [−0.191,+0.291] 45/50 32.0 34.0 1.089
GMA 2.0 +0.170 [+0.088,+0.252] 50/50 66.0 32.0 4.420
Q25 8.0 +0.000 [−0.140,+0.140] 50/50 84.0 8.0 4.200
MP14 0.0 +0.400 [+0.125,+0.675] 50/50 82.0 18.0 2.325
CEJ 8.0 +0.050 [−0.106,+0.206] 50/50 80.0 12.0 4.875
MP3 2.0 +0.175 [−0.057,+0.407] 50/50 82.0 16.0 2.225
NML 6.0 +0.160 [−0.018,+0.338] 50/50 82.0 12.0 3.250
MP7 12.0 +0.150 [−0.136,+0.436] 50/50 72.0 16.0 4.550



A.3.3 Dutch

Table 7: Dutch: complete results in heavy, mild, and subtle blocks. Models follow overall average detection order
within each block. Rates are percentages.

Model Detect ↑ ∆ ↓ 95% CI, ∆ Scored/N Ties Reverse Mean score

Heavy translationese
FAB 97.4 −1.987 [−2.239,−1.735] 38/38 2.6 0.0 2.000
GEM 96.0 −1.830 [−2.046,−1.614] 50/50 4.0 0.0 2.240
JEV 98.0 −0.684 [−0.820,−0.547] 50/50 0.0 2.0 3.267
GPT 94.0 −1.220 [−1.388,−1.052] 50/50 6.0 0.0 2.790
Q35 86.0 −1.190 [−1.412,−0.968] 50/50 12.0 2.0 2.780
GLM 92.0 −1.360 [−1.570,−1.150] 50/50 6.0 2.0 2.610
DSK 86.0 −1.560 [−1.821,−1.299] 50/50 14.0 0.0 2.600
NMU 28.0 −0.130 [−0.330,+0.070] 36/50 52.0 20.0 1.972
GMA 74.0 −0.510 [−0.617,−0.403] 50/50 26.0 0.0 3.660
Q25 14.0 +0.075 [−0.264,+0.414] 50/50 66.0 20.0 3.475
MP14 32.0 −0.600 [−0.923,−0.277] 50/50 64.0 4.0 1.525
CEJ 16.0 −0.125 [−0.313,+0.063] 50/50 76.0 8.0 4.600
MP3 22.0 −0.375 [−0.698,−0.052] 50/50 76.0 2.0 1.200
NML 14.0 −0.090 [−0.162,−0.018] 50/50 86.0 0.0 2.990
MP7 28.0 −0.250 [−0.563,+0.063] 50/50 56.0 16.0 3.675
Mild translationese
FAB 78.9 −0.776 [−1.009,−0.543] 38/38 10.5 10.5 3.211
GEM 70.0 −0.700 [−0.934,−0.466] 50/50 18.0 12.0 3.370
JEV 66.0 +0.023 [−0.068,+0.114] 50/50 2.0 32.0 3.974
GPT 64.0 −0.530 [−0.692,−0.368] 50/50 30.0 6.0 3.480
Q35 48.0 −0.370 [−0.551,−0.189] 50/50 40.0 12.0 3.600
GLM 54.0 −0.500 [−0.700,−0.300] 50/50 34.0 12.0 3.470
DSK 48.0 −0.460 [−0.709,−0.211] 50/50 36.0 16.0 3.700
NMU 24.0 +0.080 [−0.188,+0.348] 36/50 50.0 26.0 2.264
GMA 14.0 −0.010 [−0.081,+0.061] 50/50 74.0 12.0 4.160
Q25 4.0 +0.275 [+0.086,+0.464] 50/50 72.0 24.0 3.675
MP14 22.0 +0.050 [−0.270,+0.370] 50/50 56.0 22.0 2.175
CEJ 14.0 +0.000 [−0.185,+0.185] 50/50 72.0 14.0 4.725
MP3 6.0 +0.050 [−0.263,+0.363] 50/50 84.0 10.0 1.625
NML 8.0 +0.060 [−0.076,+0.196] 50/50 82.0 10.0 3.140
MP7 14.0 +0.000 [−0.242,+0.242] 50/50 74.0 12.0 3.925
Subtle translationese
FAB 7.9 +0.316 [+0.133,+0.498] 38/38 47.4 44.7 4.303
GEM 4.0 +0.580 [+0.418,+0.742] 50/50 26.0 70.0 4.650
JEV 18.0 +0.266 [+0.177,+0.356] 50/50 0.0 82.0 4.217
GPT 4.0 +0.400 [+0.288,+0.512] 50/50 32.0 64.0 4.410
Q35 4.0 +0.490 [+0.341,+0.639] 50/50 34.0 62.0 4.460
GLM 4.0 +0.370 [+0.210,+0.530] 50/50 54.0 42.0 4.340
DSK 4.0 +0.530 [+0.337,+0.723] 50/50 46.0 50.0 4.690
NMU 24.0 +0.040 [−0.221,+0.301] 36/50 46.0 30.0 2.208
GMA 2.0 +0.210 [+0.121,+0.299] 50/50 60.0 38.0 4.380
Q25 10.0 +0.125 [−0.088,+0.338] 50/50 74.0 16.0 3.525
MP14 2.0 +0.675 [+0.353,+0.997] 50/50 62.0 36.0 2.800
CEJ 10.0 +0.050 [−0.121,+0.221] 50/50 76.0 14.0 4.775
MP3 0.0 +0.550 [+0.199,+0.901] 50/50 82.0 18.0 2.125
NML 6.0 +0.190 [+0.045,+0.335] 50/50 74.0 20.0 3.270
MP7 8.0 +0.075 [−0.151,+0.301] 50/50 80.0 12.0 4.000



A.3.4 Estonian

Table 8: Estonian: complete results in heavy, mild, and subtle blocks. Models follow overall average detection order
within each block. Rates are percentages.

Model Detect ↑ ∆ ↓ 95% CI, ∆ Scored/N Ties Reverse Mean score

Heavy translationese
FAB 81.4 −1.663 [−1.990,−1.335] 43/43 11.6 7.0 1.977
GEM 76.0 −1.550 [−1.882,−1.218] 50/50 18.0 6.0 2.130
JEV 80.0 −0.402 [−0.579,−0.225] 50/50 0.0 20.0 3.213
GPT 74.0 −1.150 [−1.393,−0.907] 50/50 20.0 6.0 2.640
Q35 76.0 −1.130 [−1.434,−0.826] 50/50 12.0 12.0 2.730
GLM 70.0 −0.930 [−1.194,−0.666] 50/50 20.0 10.0 2.600
DSK 72.0 −1.260 [−1.610,−0.910] 50/50 10.0 18.0 2.580
NMU 30.0 +0.030 [−0.272,+0.332] 46/50 36.0 34.0 1.902
GMA 52.0 −0.260 [−0.395,−0.125] 50/50 32.0 16.0 3.760
Q25 24.0 +0.125 [−0.266,+0.516] 50/50 42.0 34.0 3.925
MP14 22.0 −0.375 [−0.773,+0.023] 50/50 66.0 12.0 1.700
CEJ 8.0 +0.025 [−0.123,+0.173] 50/50 82.0 10.0 4.800
MP3 28.0 −0.500 [−0.975,−0.025] 50/50 64.0 8.0 2.000
NML 6.0 +0.070 [−0.088,+0.228] 50/50 86.0 8.0 2.970
MP7 8.0 +0.250 [−0.107,+0.607] 50/50 74.0 18.0 4.550
Mild translationese
FAB 62.8 −0.442 [−0.732,−0.152] 43/43 11.6 25.6 3.198
GEM 66.0 −0.400 [−0.674,−0.126] 50/50 2.0 32.0 3.280
JEV 46.0 +0.314 [+0.126,+0.502] 50/50 0.0 54.0 3.930
GPT 66.0 −0.290 [−0.516,−0.064] 50/50 8.0 26.0 3.500
Q35 48.0 −0.130 [−0.359,+0.099] 50/50 22.0 30.0 3.730
GLM 44.0 −0.070 [−0.303,+0.163] 50/50 24.0 32.0 3.460
DSK 38.0 −0.090 [−0.338,+0.158] 50/50 28.0 34.0 3.750
NMU 24.0 +0.210 [−0.072,+0.492] 46/50 34.0 42.0 2.098
GMA 12.0 +0.180 [+0.052,+0.308] 50/50 56.0 32.0 4.200
Q25 22.0 −0.125 [−0.448,+0.198] 50/50 54.0 24.0 3.675
MP14 12.0 −0.075 [−0.399,+0.249] 50/50 74.0 14.0 2.000
CEJ 14.0 −0.025 [−0.203,+0.153] 50/50 74.0 12.0 4.750
MP3 18.0 +0.175 [−0.358,+0.708] 50/50 62.0 20.0 2.675
NML 4.0 +0.130 [−0.025,+0.285] 50/50 86.0 10.0 3.030
MP7 10.0 +0.250 [−0.107,+0.607] 50/50 72.0 18.0 4.550
Subtle translationese
FAB 4.7 +0.744 [+0.419,+1.069] 43/43 51.2 44.2 4.384
GEM 6.0 +0.830 [+0.548,+1.112] 50/50 36.0 58.0 4.510
JEV 18.0 +0.548 [+0.334,+0.761] 50/50 0.0 82.0 4.163
GPT 6.0 +0.580 [+0.355,+0.805] 50/50 42.0 52.0 4.370
Q35 2.0 +0.720 [+0.451,+0.989] 50/50 42.0 56.0 4.580
GLM 6.0 +0.840 [+0.574,+1.106] 50/50 32.0 62.0 4.370
DSK 2.0 +0.790 [+0.496,+1.084] 50/50 48.0 50.0 4.630
NMU 22.0 +0.280 [+0.022,+0.538] 46/50 32.0 46.0 2.174
GMA 0.0 +0.350 [+0.209,+0.491] 50/50 60.0 40.0 4.370
Q25 24.0 −0.050 [−0.385,+0.285] 50/50 52.0 24.0 3.750
MP14 10.0 +0.375 [−0.052,+0.802] 50/50 62.0 28.0 2.450
CEJ 20.0 −0.150 [−0.330,+0.030] 50/50 72.0 8.0 4.625
MP3 4.0 +0.575 [+0.131,+1.019] 50/50 76.0 20.0 3.075
NML 6.0 +0.040 [−0.150,+0.230] 50/50 86.0 8.0 2.940
MP7 10.0 +0.300 [−0.032,+0.632] 50/50 74.0 16.0 4.600



A.3.5 French

Table 9: French: complete results in heavy, mild, and subtle blocks. Models follow overall average detection order
within each block. Rates are percentages.

Model Detect ↑ ∆ ↓ 95% CI, ∆ Scored/N Ties Reverse Mean score

Heavy translationese
FAB 95.1 −1.976 [−2.236,−1.715] 41/41 4.9 0.0 1.866
GEM 96.0 −1.850 [−2.094,−1.606] 50/50 2.0 2.0 2.190
JEV 96.0 −1.018 [−1.196,−0.840] 50/50 0.0 4.0 3.032
GPT 96.0 −1.280 [−1.462,−1.098] 50/50 2.0 2.0 2.670
Q35 92.0 −1.210 [−1.408,−1.012] 50/50 8.0 0.0 2.710
GLM 88.0 −1.280 [−1.526,−1.034] 50/50 6.0 6.0 2.510
DSK 94.0 −1.610 [−1.861,−1.359] 50/50 4.0 2.0 2.450
NMU 50.0 −0.450 [−0.683,−0.217] 48/50 42.0 8.0 2.635
GMA 86.0 −0.610 [−0.723,−0.497] 50/50 12.0 2.0 3.410
Q25 20.0 −0.250 [−0.512,+0.012] 50/50 74.0 6.0 3.175
MP14 42.0 −1.125 [−1.569,−0.681] 50/50 56.0 2.0 1.175
CEJ 24.0 −0.300 [−0.593,−0.007] 50/50 66.0 10.0 4.350
MP3 52.0 −1.100 [−1.535,−0.665] 50/50 44.0 4.0 0.825
NML 34.0 −0.460 [−0.667,−0.253] 50/50 66.0 0.0 2.940
MP7 36.0 −0.875 [−1.273,−0.477] 50/50 60.0 4.0 2.950
Mild translationese
FAB 85.4 −1.110 [−1.353,−0.867] 41/41 9.8 4.9 2.732
GEM 78.0 −0.890 [−1.133,−0.647] 50/50 14.0 8.0 3.150
JEV 72.0 −0.112 [−0.219,−0.005] 50/50 0.0 28.0 3.938
GPT 78.0 −0.740 [−0.913,−0.567] 50/50 18.0 4.0 3.210
Q35 66.0 −0.560 [−0.738,−0.382] 50/50 26.0 8.0 3.360
GLM 70.0 −0.710 [−0.948,−0.472] 50/50 22.0 8.0 3.080
DSK 56.0 −0.610 [−0.846,−0.374] 50/50 36.0 8.0 3.450
NMU 24.0 −0.070 [−0.313,+0.173] 48/50 52.0 24.0 3.031
GMA 24.0 −0.050 [−0.144,+0.044] 50/50 60.0 16.0 3.970
Q25 14.0 −0.100 [−0.330,+0.130] 50/50 80.0 6.0 3.325
MP14 12.0 −0.075 [−0.375,+0.225] 50/50 80.0 8.0 2.225
CEJ 10.0 −0.100 [−0.283,+0.083] 50/50 84.0 6.0 4.550
MP3 18.0 −0.275 [−0.540,−0.010] 50/50 76.0 6.0 1.650
NML 30.0 −0.330 [−0.541,−0.119] 50/50 62.0 8.0 3.070
MP7 10.0 −0.100 [−0.360,+0.160] 50/50 84.0 6.0 3.725
Subtle translationese
FAB 9.8 +0.488 [+0.262,+0.713] 41/41 34.1 56.1 4.329
GEM 4.0 +0.520 [+0.322,+0.718] 50/50 42.0 54.0 4.560
JEV 26.0 +0.261 [+0.163,+0.359] 50/50 0.0 74.0 4.311
GPT 8.0 +0.340 [+0.196,+0.484] 50/50 36.0 56.0 4.290
Q35 10.0 +0.460 [+0.288,+0.632] 50/50 32.0 58.0 4.380
GLM 12.0 +0.550 [+0.340,+0.760] 50/50 24.0 64.0 4.340
DSK 8.0 +0.520 [+0.300,+0.740] 50/50 50.0 42.0 4.580
NMU 10.0 +0.470 [+0.220,+0.720] 48/50 44.0 46.0 3.594
GMA 4.0 +0.270 [+0.172,+0.368] 50/50 46.0 50.0 4.290
Q25 12.0 +0.000 [−0.210,+0.210] 50/50 76.0 12.0 3.425
MP14 4.0 +0.275 [+0.020,+0.530] 50/50 80.0 16.0 2.575
CEJ 4.0 +0.050 [−0.070,+0.170] 50/50 88.0 8.0 4.700
MP3 4.0 +0.300 [+0.015,+0.585] 50/50 82.0 14.0 2.225
NML 8.0 +0.150 [−0.034,+0.334] 50/50 66.0 26.0 3.550
MP7 0.0 +0.450 [+0.190,+0.710] 50/50 78.0 22.0 4.275



A.3.6 Galician

Table 10: Galician: complete results in heavy, mild, and subtle blocks. Models follow overall average detection
order within each block. Rates are percentages.

Model Detect ↑ ∆ ↓ 95% CI, ∆ Scored/N Ties Reverse Mean score

Heavy translationese
FAB 51.3 −0.423 [−0.723,−0.123] 39/39 35.9 12.8 2.897
GEM 44.0 −0.370 [−0.727,−0.013] 50/50 24.0 32.0 3.290
JEV 54.0 −0.003 [−0.115,+0.110] 50/50 0.0 46.0 3.638
GPT 40.0 −0.110 [−0.267,+0.047] 50/50 34.0 26.0 3.610
Q35 38.0 −0.320 [−0.679,+0.039] 50/50 32.0 30.0 3.420
GLM 44.0 −0.340 [−0.646,−0.034] 50/50 30.0 26.0 3.310
DSK 32.0 −0.300 [−0.669,+0.069] 50/50 30.0 38.0 3.420
NMU 20.0 +0.030 [−0.180,+0.240] 47/50 48.0 32.0 2.734
GMA 22.0 −0.130 [−0.304,+0.044] 50/50 62.0 16.0 4.110
Q25 10.0 −0.050 [−0.292,+0.192] 50/50 80.0 10.0 3.175
MP14 12.0 −0.050 [−0.321,+0.221] 50/50 80.0 8.0 1.950
CEJ 18.0 −0.050 [−0.330,+0.230] 50/50 64.0 18.0 4.550
MP3 8.0 +0.400 [+0.033,+0.767] 49/50 74.0 18.0 1.990
NML 10.0 −0.060 [−0.215,+0.095] 50/50 84.0 6.0 2.920
MP7 10.0 +0.100 [−0.179,+0.379] 50/50 74.0 16.0 3.950
Mild translationese
FAB 33.3 −0.064 [−0.390,+0.262] 39/39 41.0 25.6 3.256
GEM 32.0 −0.030 [−0.392,+0.332] 50/50 24.0 44.0 3.630
JEV 48.0 +0.086 [−0.017,+0.189] 50/50 0.0 52.0 3.727
GPT 18.0 +0.140 [+0.009,+0.271] 50/50 44.0 38.0 3.860
Q35 30.0 −0.160 [−0.542,+0.222] 50/50 26.0 44.0 3.580
GLM 22.0 +0.090 [−0.160,+0.340] 50/50 46.0 32.0 3.740
DSK 20.0 +0.190 [−0.156,+0.536] 50/50 30.0 50.0 3.910
NMU 20.0 +0.180 [−0.072,+0.432] 47/50 40.0 40.0 2.894
GMA 16.0 −0.080 [−0.256,+0.096] 50/50 70.0 14.0 4.160
Q25 16.0 −0.025 [−0.318,+0.268] 50/50 68.0 16.0 3.200
MP14 16.0 +0.025 [−0.284,+0.334] 50/50 68.0 16.0 2.025
CEJ 10.0 +0.050 [−0.192,+0.292] 50/50 76.0 14.0 4.650
MP3 6.0 +0.400 [+0.040,+0.760] 49/50 78.0 16.0 1.990
NML 10.0 −0.050 [−0.207,+0.107] 50/50 86.0 4.0 2.930
MP7 12.0 −0.150 [−0.409,+0.109] 50/50 82.0 6.0 3.700
Subtle translationese
FAB 5.1 +0.564 [+0.206,+0.923] 39/39 10.3 84.6 3.885
GEM 6.0 +0.630 [+0.244,+1.016] 50/50 18.0 76.0 4.290
JEV 14.0 +0.298 [+0.174,+0.422] 50/50 0.0 86.0 3.939
GPT 0.0 +0.630 [+0.499,+0.761] 50/50 20.0 80.0 4.350
Q35 12.0 +0.400 [+0.000,+0.800] 50/50 16.0 72.0 4.140
GLM 2.0 +0.590 [+0.401,+0.779] 50/50 44.0 54.0 4.240
DSK 10.0 +0.650 [+0.257,+1.043] 50/50 30.0 60.0 4.370
NMU 14.0 +0.300 [+0.048,+0.552] 47/50 40.0 46.0 3.021
GMA 6.0 +0.060 [−0.141,+0.261] 50/50 60.0 34.0 4.300
Q25 14.0 −0.100 [−0.370,+0.170] 50/50 74.0 12.0 3.125
MP14 10.0 +0.225 [−0.093,+0.543] 50/50 70.0 20.0 2.225
CEJ 6.0 +0.225 [−0.034,+0.484] 50/50 76.0 18.0 4.825
MP3 6.0 +0.825 [+0.368,+1.282] 49/50 66.0 28.0 2.423
NML 6.0 −0.070 [−0.226,+0.086] 50/50 90.0 4.0 2.910
MP7 10.0 +0.100 [−0.227,+0.427] 50/50 72.0 18.0 3.950



A.3.7 German

Table 11: German: complete results in heavy, mild, and subtle blocks. Models follow overall average detection
order within each block. Rates are percentages.

Model Detect ↑ ∆ ↓ 95% CI, ∆ Scored/N Ties Reverse Mean score

Heavy translationese
FAB 97.6 −2.024 [−2.250,−1.797] 42/42 0.0 2.4 1.857
GEM 92.0 −1.650 [−1.896,−1.404] 50/50 6.0 2.0 2.190
JEV 90.0 −1.013 [−1.203,−0.824] 50/50 2.0 8.0 2.794
GPT 94.0 −1.300 [−1.490,−1.110] 50/50 4.0 2.0 2.630
Q35 86.0 −1.150 [−1.376,−0.924] 50/50 6.0 8.0 2.690
GLM 88.0 −1.340 [−1.567,−1.113] 50/50 8.0 4.0 2.420
DSK 84.0 −1.270 [−1.530,−1.010] 50/50 12.0 4.0 2.480
NMU 46.0 −0.330 [−0.523,−0.137] 47/50 40.0 14.0 2.511
GMA 84.0 −0.660 [−0.793,−0.527] 50/50 14.0 2.0 3.380
Q25 10.0 +0.125 [−0.099,+0.349] 50/50 74.0 16.0 3.875
MP14 20.0 −0.550 [−0.908,−0.192] 50/50 78.0 2.0 1.225
CEJ 20.0 −0.150 [−0.399,+0.099] 50/50 66.0 14.0 4.500
MP3 22.0 −0.350 [−0.593,−0.107] 50/50 76.0 2.0 0.850
NML 12.0 −0.060 [−0.187,+0.067] 50/50 84.0 4.0 2.920
MP7 20.0 −0.225 [−0.558,+0.108] 50/50 68.0 12.0 3.900
Mild translationese
FAB 76.2 −0.964 [−1.208,−0.720] 42/42 16.7 7.1 2.917
GEM 68.0 −0.590 [−0.848,−0.332] 50/50 14.0 18.0 3.250
JEV 66.0 −0.029 [−0.194,+0.137] 50/50 0.0 34.0 3.779
GPT 74.0 −0.670 [−0.857,−0.483] 50/50 16.0 10.0 3.260
Q35 62.0 −0.400 [−0.644,−0.156] 50/50 18.0 20.0 3.440
GLM 66.0 −0.590 [−0.799,−0.381] 50/50 22.0 12.0 3.170
DSK 62.0 −0.430 [−0.710,−0.150] 50/50 22.0 16.0 3.320
NMU 20.0 +0.050 [−0.154,+0.254] 47/50 50.0 30.0 2.915
GMA 26.0 +0.000 [−0.137,+0.137] 50/50 52.0 22.0 4.040
Q25 10.0 +0.125 [−0.063,+0.313] 50/50 70.0 20.0 3.875
MP14 6.0 +0.125 [−0.099,+0.349] 50/50 74.0 20.0 1.900
CEJ 16.0 −0.025 [−0.241,+0.191] 50/50 68.0 16.0 4.625
MP3 4.0 +0.125 [−0.120,+0.370] 50/50 82.0 14.0 1.325
NML 8.0 +0.030 [−0.129,+0.189] 50/50 84.0 8.0 3.010
MP7 8.0 +0.125 [−0.120,+0.370] 50/50 82.0 10.0 4.250
Subtle translationese
FAB 7.1 +0.476 [+0.284,+0.668] 42/42 35.7 57.1 4.357
GEM 4.0 +0.710 [+0.489,+0.931] 50/50 30.0 66.0 4.550
JEV 16.0 +0.401 [+0.223,+0.578] 50/50 0.0 84.0 4.208
GPT 2.0 +0.460 [+0.297,+0.623] 50/50 44.0 54.0 4.390
Q35 2.0 +0.760 [+0.560,+0.960] 50/50 26.0 72.0 4.600
GLM 2.0 +0.640 [+0.472,+0.808] 50/50 26.0 72.0 4.400
DSK 2.0 +0.820 [+0.578,+1.062] 50/50 32.0 66.0 4.570
NMU 4.0 +0.740 [+0.468,+1.012] 47/50 38.0 58.0 3.649
GMA 2.0 +0.270 [+0.144,+0.396] 50/50 60.0 38.0 4.310
Q25 8.0 +0.225 [−0.004,+0.454] 50/50 70.0 22.0 3.975
MP14 2.0 +0.950 [+0.538,+1.362] 50/50 60.0 38.0 2.725
CEJ 6.0 +0.175 [+0.003,+0.347] 50/50 74.0 20.0 4.825
MP3 0.0 +0.850 [+0.451,+1.249] 50/50 66.0 34.0 2.050
NML 2.0 +0.250 [+0.062,+0.438] 50/50 76.0 22.0 3.230
MP7 8.0 +0.275 [−0.024,+0.574] 50/50 76.0 16.0 4.400



A.3.8 Greek

Table 12: Greek: complete results in heavy, mild, and subtle blocks. Models follow overall average detection order
within each block. Rates are percentages.

Model Detect ↑ ∆ ↓ 95% CI, ∆ Scored/N Ties Reverse Mean score

Heavy translationese
FAB 100.0 −1.966 [−2.185,−1.747] 44/44 0.0 0.0 2.000
GEM 98.0 −2.040 [−2.242,−1.838] 50/50 2.0 0.0 2.170
JEV 92.0 −0.608 [−0.730,−0.485] 50/50 2.0 6.0 3.384
GPT 96.0 −1.450 [−1.599,−1.301] 50/50 4.0 0.0 2.710
Q35 90.0 −1.260 [−1.450,−1.070] 50/50 10.0 0.0 2.810
GLM 94.0 −1.300 [−1.463,−1.137] 50/50 6.0 0.0 2.600
DSK 86.0 −1.420 [−1.692,−1.148] 50/50 12.0 2.0 2.640
NMU 64.0 −0.490 [−0.723,−0.257] 49/50 22.0 14.0 2.041
GMA 52.0 −0.320 [−0.428,−0.212] 50/50 46.0 2.0 3.720
Q25 24.0 −0.125 [−0.407,+0.157] 50/50 62.0 14.0 3.725
MP14 24.0 −0.425 [−0.702,−0.148] 49/50 74.0 2.0 1.352
CEJ 10.0 −0.100 [−0.254,+0.054] 50/50 86.0 4.0 4.675
MP3 12.0 −0.175 [−0.583,+0.233] 50/50 78.0 10.0 1.925
NML 4.0 −0.030 [−0.095,+0.035] 49/50 94.0 2.0 3.000
MP7 12.0 −0.050 [−0.302,+0.202] 50/50 76.0 12.0 4.275
Mild translationese
FAB 79.5 −0.750 [−0.940,−0.560] 44/44 11.4 9.1 3.216
GEM 76.0 −0.790 [−0.992,−0.588] 50/50 14.0 10.0 3.420
JEV 54.0 +0.006 [−0.060,+0.073] 50/50 0.0 46.0 3.998
GPT 82.0 −0.600 [−0.731,−0.469] 50/50 12.0 6.0 3.560
Q35 52.0 −0.320 [−0.509,−0.131] 50/50 26.0 22.0 3.750
GLM 60.0 −0.360 [−0.521,−0.199] 50/50 26.0 14.0 3.540
DSK 32.0 −0.110 [−0.362,+0.142] 50/50 44.0 24.0 3.950
NMU 36.0 −0.030 [−0.316,+0.256] 49/50 38.0 26.0 2.510
GMA 12.0 +0.070 [−0.023,+0.163] 50/50 66.0 22.0 4.110
Q25 16.0 +0.075 [−0.161,+0.311] 50/50 66.0 18.0 3.925
MP14 4.0 +0.100 [−0.220,+0.420] 49/50 86.0 10.0 1.888
CEJ 12.0 −0.075 [−0.252,+0.102] 50/50 80.0 8.0 4.700
MP3 4.0 +0.475 [+0.080,+0.870] 50/50 76.0 20.0 2.575
NML 2.0 +0.080 [−0.043,+0.203] 49/50 88.0 10.0 3.112
MP7 4.0 +0.200 [−0.014,+0.414] 50/50 82.0 14.0 4.525
Subtle translationese
FAB 4.5 +0.375 [+0.225,+0.525] 44/44 43.2 52.3 4.341
GEM 2.0 +0.420 [+0.288,+0.552] 50/50 40.0 58.0 4.630
JEV 8.0 +0.232 [+0.165,+0.300] 50/50 0.0 92.0 4.224
GPT 2.0 +0.280 [+0.191,+0.369] 50/50 46.0 52.0 4.440
Q35 10.0 +0.400 [+0.232,+0.568] 50/50 38.0 52.0 4.470
GLM 6.0 +0.470 [+0.344,+0.596] 50/50 22.0 72.0 4.370
DSK 2.0 +0.570 [+0.386,+0.754] 50/50 42.0 56.0 4.630
NMU 24.0 +0.200 [−0.055,+0.455] 49/50 32.0 44.0 2.745
GMA 2.0 +0.240 [+0.150,+0.330] 50/50 54.0 44.0 4.280
Q25 12.0 +0.200 [−0.065,+0.465] 50/50 62.0 26.0 4.050
MP14 2.0 +0.725 [+0.328,+1.122] 49/50 72.0 26.0 2.526
CEJ 2.0 +0.125 [−0.050,+0.300] 50/50 90.0 8.0 4.900
MP3 0.0 +0.775 [+0.380,+1.170] 50/50 74.0 26.0 2.875
NML 2.0 +0.010 [−0.076,+0.096] 49/50 94.0 4.0 3.041
MP7 0.0 +0.300 [+0.062,+0.538] 50/50 86.0 14.0 4.625



A.3.9 Hungarian

Table 13: Hungarian: complete results in heavy, mild, and subtle blocks. Models follow overall average detection
order within each block. Rates are percentages.

Model Detect ↑ ∆ ↓ 95% CI, ∆ Scored/N Ties Reverse Mean score

Heavy translationese
FAB 87.5 −2.087 [−2.395,−1.780] 40/40 10.0 2.5 1.750
GEM 92.0 −1.920 [−2.189,−1.651] 50/50 6.0 2.0 2.120
JEV 92.0 −0.859 [−1.027,−0.691] 50/50 0.0 8.0 3.011
GPT 92.0 −1.460 [−1.658,−1.262] 50/50 4.0 4.0 2.580
Q35 80.0 −1.120 [−1.391,−0.849] 50/50 12.0 8.0 2.720
GLM 86.0 −1.120 [−1.357,−0.883] 50/50 4.0 10.0 2.530
DSK 76.0 −1.330 [−1.644,−1.016] 50/50 18.0 6.0 2.530
NMU 26.0 +0.000 [−0.260,+0.260] 45/50 44.0 30.0 1.033
GMA 64.0 −0.370 [−0.507,−0.233] 50/50 30.0 6.0 3.840
Q25 16.0 +0.250 [−0.078,+0.578] 50/50 54.0 30.0 3.975
MP14 32.0 −0.675 [−1.166,−0.184] 50/50 58.0 10.0 1.675
CEJ 6.0 −0.025 [−0.217,+0.167] 50/50 86.0 8.0 4.775
MP3 28.0 −0.200 [−0.716,+0.316] 50/50 56.0 16.0 2.000
NML 10.0 −0.050 [−0.159,+0.059] 50/50 86.0 4.0 2.960
MP7 0.0 +0.350 [+0.117,+0.583] 50/50 82.0 18.0 4.825
Mild translationese
FAB 77.5 −0.700 [−0.967,−0.433] 40/40 2.5 20.0 3.138
GEM 68.0 −0.590 [−0.827,−0.353] 50/50 18.0 14.0 3.450
JEV 54.0 +0.128 [−0.002,+0.258] 50/50 0.0 46.0 3.998
GPT 80.0 −0.530 [−0.704,−0.356] 50/50 8.0 12.0 3.510
Q35 38.0 −0.150 [−0.381,+0.081] 50/50 22.0 40.0 3.690
GLM 38.0 −0.190 [−0.390,+0.010] 50/50 48.0 14.0 3.460
DSK 22.0 +0.210 [−0.074,+0.494] 50/50 38.0 40.0 4.070
NMU 24.0 +0.210 [−0.051,+0.471] 45/50 30.0 46.0 1.267
GMA 10.0 +0.120 [+0.003,+0.237] 50/50 66.0 24.0 4.330
Q25 12.0 +0.325 [−0.031,+0.681] 50/50 60.0 28.0 4.050
MP14 14.0 −0.200 [−0.566,+0.166] 50/50 74.0 12.0 2.150
CEJ 4.0 +0.100 [−0.037,+0.237] 50/50 84.0 12.0 4.900
MP3 16.0 +0.100 [−0.418,+0.618] 50/50 68.0 16.0 2.300
NML 4.0 −0.010 [−0.109,+0.089] 50/50 92.0 4.0 3.000
MP7 4.0 +0.200 [−0.002,+0.402] 50/50 82.0 14.0 4.675
Subtle translationese
FAB 12.5 +0.400 [+0.172,+0.628] 40/40 40.0 47.5 4.237
GEM 4.0 +0.620 [+0.423,+0.817] 50/50 32.0 64.0 4.660
JEV 10.0 +0.423 [+0.254,+0.593] 50/50 0.0 90.0 4.293
GPT 8.0 +0.380 [+0.228,+0.532] 50/50 40.0 52.0 4.420
Q35 4.0 +0.740 [+0.530,+0.950] 50/50 28.0 68.0 4.580
GLM 4.0 +0.720 [+0.512,+0.928] 50/50 26.0 70.0 4.370
DSK 0.0 +0.910 [+0.621,+1.199] 50/50 46.0 54.0 4.770
NMU 24.0 +0.100 [−0.181,+0.381] 45/50 42.0 34.0 1.144
GMA 4.0 +0.220 [+0.085,+0.355] 50/50 64.0 32.0 4.430
Q25 8.0 +0.450 [+0.172,+0.728] 50/50 58.0 34.0 4.175
MP14 4.0 +0.550 [+0.192,+0.908] 50/50 68.0 28.0 2.900
CEJ 2.0 +0.025 [−0.153,+0.203] 50/50 90.0 8.0 4.825
MP3 6.0 +0.825 [+0.357,+1.293] 50/50 68.0 26.0 3.025
NML 12.0 −0.090 [−0.248,+0.068] 50/50 82.0 6.0 2.920
MP7 6.0 +0.275 [+0.020,+0.530] 50/50 76.0 18.0 4.750



A.3.10 Icelandic

Table 14: Icelandic: complete results in heavy, mild, and subtle blocks. Models follow overall average detection
order within each block. Rates are percentages.

Model Detect ↑ ∆ ↓ 95% CI, ∆ Scored/N Ties Reverse Mean score

Heavy translationese
FAB 88.1 −1.929 [−2.262,−1.595] 42/42 9.5 2.4 1.750
GEM 86.0 −1.650 [−1.968,−1.332] 50/50 6.0 8.0 2.210
JEV 78.0 −0.353 [−0.501,−0.204] 50/50 0.0 22.0 3.409
GPT 88.0 −1.280 [−1.519,−1.041] 50/50 4.0 8.0 2.640
Q35 78.0 −0.990 [−1.265,−0.715] 50/50 10.0 12.0 2.710
GLM 78.0 −1.070 [−1.306,−0.834] 50/50 18.0 4.0 2.580
DSK 64.0 −1.100 [−1.434,−0.766] 50/50 28.0 8.0 2.580
NMU 20.0 +0.300 [+0.081,+0.519] 48/50 40.0 40.0 1.302
GMA 38.0 −0.160 [−0.307,−0.013] 50/50 52.0 10.0 3.920
Q25 16.0 +0.200 [−0.074,+0.474] 50/50 58.0 26.0 3.750
MP14 18.0 +0.150 [−0.262,+0.562] 50/50 62.0 20.0 2.500
CEJ 12.0 +0.025 [−0.167,+0.217] 50/50 76.0 12.0 4.625
MP3 18.0 −0.125 [−0.541,+0.291] 49/50 68.0 14.0 1.633
NML 0.0 +0.060 [−0.058,+0.178] 50/50 98.0 2.0 3.000
MP7 10.0 +0.150 [−0.089,+0.389] 50/50 74.0 16.0 4.450
Mild translationese
FAB 66.7 −0.690 [−0.983,−0.397] 42/42 7.1 26.2 2.988
GEM 62.0 −0.410 [−0.687,−0.133] 50/50 14.0 24.0 3.450
JEV 26.0 +0.236 [+0.123,+0.348] 50/50 2.0 72.0 3.997
GPT 66.0 −0.420 [−0.619,−0.221] 50/50 14.0 20.0 3.500
Q35 34.0 +0.150 [−0.136,+0.436] 50/50 24.0 42.0 3.850
GLM 36.0 +0.090 [−0.105,+0.285] 50/50 30.0 34.0 3.740
DSK 24.0 +0.350 [−0.014,+0.714] 50/50 38.0 38.0 4.030
NMU 28.0 +0.330 [+0.033,+0.627] 48/50 24.0 48.0 1.333
GMA 4.0 +0.190 [+0.072,+0.308] 50/50 66.0 30.0 4.270
Q25 14.0 +0.225 [−0.108,+0.558] 50/50 60.0 26.0 3.775
MP14 8.0 +0.625 [+0.234,+1.016] 50/50 58.0 34.0 2.975
CEJ 8.0 +0.100 [−0.083,+0.283] 50/50 78.0 14.0 4.700
MP3 6.0 +0.350 [−0.000,+0.700] 49/50 76.0 18.0 2.117
NML 0.0 +0.130 [−0.020,+0.280] 50/50 94.0 6.0 3.070
MP7 10.0 +0.100 [−0.120,+0.320] 50/50 76.0 14.0 4.400
Subtle translationese
FAB 9.5 +0.631 [+0.355,+0.906] 42/42 38.1 52.4 4.310
GEM 6.0 +0.810 [+0.526,+1.094] 50/50 26.0 68.0 4.670
JEV 14.0 +0.350 [+0.237,+0.463] 50/50 0.0 86.0 4.112
GPT 10.0 +0.480 [+0.286,+0.674] 50/50 38.0 52.0 4.400
Q35 6.0 +0.850 [+0.622,+1.078] 50/50 22.0 72.0 4.550
GLM 10.0 +0.620 [+0.388,+0.852] 50/50 24.0 66.0 4.270
DSK 2.0 +0.940 [+0.640,+1.240] 50/50 34.0 64.0 4.620
NMU 24.0 +0.370 [+0.109,+0.631] 48/50 24.0 52.0 1.375
GMA 0.0 +0.300 [+0.178,+0.422] 50/50 58.0 42.0 4.380
Q25 14.0 +0.225 [−0.156,+0.606] 50/50 60.0 26.0 3.775
MP14 8.0 +0.450 [+0.075,+0.825] 50/50 62.0 30.0 2.800
CEJ 14.0 +0.050 [−0.160,+0.260] 50/50 70.0 16.0 4.650
MP3 8.0 +0.375 [−0.004,+0.754] 49/50 74.0 18.0 2.143
NML 0.0 +0.100 [−0.031,+0.231] 50/50 94.0 6.0 3.040
MP7 10.0 +0.075 [−0.161,+0.311] 50/50 82.0 8.0 4.375



A.3.11 Irish

Table 15: Irish: complete results in heavy, mild, and subtle blocks. Models follow overall average detection order
within each block. Rates are percentages.

Model Detect ↑ ∆ ↓ 95% CI, ∆ Scored/N Ties Reverse Mean score

Heavy translationese
FAB 42.5 −0.487 [−0.918,−0.057] 40/40 25.0 32.5 2.350
GEM 34.0 −0.200 [−0.653,+0.253] 50/50 26.0 40.0 2.660
JEV 34.0 +0.208 [+0.002,+0.414] 50/50 0.0 66.0 3.383
GPT 24.0 +0.190 [−0.032,+0.412] 50/50 32.0 44.0 3.400
Q35 24.0 +0.170 [−0.141,+0.481] 50/50 34.0 42.0 3.070
GLM 22.0 +0.250 [+0.054,+0.446] 50/50 36.0 42.0 3.330
DSK 24.0 +0.360 [+0.000,+0.720] 50/50 30.0 46.0 3.370
NMU 16.0 −0.010 [−0.134,+0.114] 48/50 76.0 8.0 0.104
GMA 16.0 +0.100 [−0.136,+0.336] 50/50 36.0 48.0 3.520
Q25 30.0 −0.125 [−0.516,+0.266] 49/50 40.0 30.0 3.316
MP14 28.0 −0.150 [−0.562,+0.262] 50/50 52.0 20.0 1.800
CEJ 32.0 −0.375 [−0.796,+0.046] 50/50 46.0 22.0 3.925
MP3 10.0 +0.550 [−0.081,+1.181] 49/50 62.0 28.0 2.985
NML 28.0 −0.690 [−1.068,−0.312] 50/50 64.0 8.0 2.020
MP7 18.0 +0.150 [−0.296,+0.596] 50/50 56.0 26.0 4.100
Mild translationese
FAB 45.0 −0.613 [−1.136,−0.089] 40/40 25.0 30.0 2.225
GEM 30.0 +0.060 [−0.454,+0.574] 50/50 18.0 52.0 2.920
JEV 24.0 +0.431 [+0.235,+0.627] 50/50 0.0 76.0 3.606
GPT 22.0 +0.370 [+0.126,+0.614] 50/50 24.0 54.0 3.580
Q35 18.0 +0.450 [+0.130,+0.770] 50/50 22.0 60.0 3.350
GLM 14.0 +0.550 [+0.329,+0.771] 50/50 28.0 58.0 3.630
DSK 12.0 +0.690 [+0.307,+1.073] 50/50 34.0 54.0 3.700
NMU 16.0 +0.040 [−0.110,+0.190] 48/50 72.0 12.0 0.156
GMA 12.0 +0.280 [+0.086,+0.474] 50/50 38.0 50.0 3.700
Q25 40.0 −0.400 [−0.792,−0.008] 49/50 38.0 22.0 3.036
MP14 26.0 −0.050 [−0.498,+0.398] 50/50 52.0 22.0 1.900
CEJ 36.0 −0.600 [−1.101,−0.099] 50/50 38.0 26.0 3.700
MP3 8.0 +0.600 [−0.065,+1.265] 49/50 66.0 26.0 3.036
NML 26.0 −0.510 [−0.885,−0.135] 50/50 66.0 8.0 2.200
MP7 22.0 +0.125 [−0.302,+0.552] 50/50 54.0 24.0 4.075
Subtle translationese
FAB 22.5 +0.163 [−0.370,+0.695] 40/40 17.5 60.0 3.000
GEM 20.0 +0.370 [−0.063,+0.803] 50/50 22.0 58.0 3.230
JEV 24.0 +0.600 [+0.396,+0.804] 50/50 0.0 76.0 3.775
GPT 4.0 +0.710 [+0.479,+0.941] 50/50 30.0 66.0 3.920
Q35 12.0 +0.670 [+0.318,+1.022] 50/50 16.0 72.0 3.570
GLM 2.0 +0.850 [+0.622,+1.078] 50/50 26.0 72.0 3.930
DSK 8.0 +1.080 [+0.751,+1.409] 50/50 18.0 74.0 4.090
NMU 14.0 +0.040 [−0.078,+0.158] 48/50 70.0 16.0 0.156
GMA 12.0 +0.340 [+0.081,+0.599] 50/50 26.0 62.0 3.760
Q25 30.0 −0.325 [−0.783,+0.133] 49/50 46.0 24.0 3.112
MP14 28.0 +0.025 [−0.515,+0.565] 50/50 44.0 28.0 1.975
CEJ 30.0 −0.450 [−0.973,+0.073] 50/50 44.0 26.0 3.850
MP3 12.0 +0.475 [−0.174,+1.124] 49/50 62.0 26.0 2.908
NML 24.0 −0.540 [−0.920,−0.160] 50/50 66.0 10.0 2.170
MP7 16.0 +0.325 [−0.094,+0.744] 50/50 54.0 30.0 4.275



A.3.12 Italian

Table 16: Italian: complete results in heavy, mild, and subtle blocks. Models follow overall average detection order
within each block. Rates are percentages.

Model Detect ↑ ∆ ↓ 95% CI, ∆ Scored/N Ties Reverse Mean score

Heavy translationese
FAB 97.4 −2.218 [−2.453,−1.982] 39/39 0.0 2.6 1.885
GEM 98.0 −1.920 [−2.117,−1.723] 50/50 2.0 0.0 2.250
JEV 92.0 −1.002 [−1.173,−0.831] 50/50 0.0 8.0 3.033
GPT 98.0 −1.390 [−1.536,−1.244] 50/50 2.0 0.0 2.720
Q35 88.0 −1.280 [−1.515,−1.045] 50/50 6.0 6.0 2.770
GLM 92.0 −1.460 [−1.660,−1.260] 50/50 8.0 0.0 2.500
DSK 88.0 −1.660 [−1.913,−1.407] 50/50 12.0 0.0 2.490
NMU 48.0 −0.460 [−0.680,−0.240] 45/50 38.0 14.0 2.656
GMA 82.0 −0.620 [−0.753,−0.487] 50/50 14.0 4.0 3.570
Q25 18.0 −0.150 [−0.356,+0.056] 50/50 76.0 6.0 3.175
MP14 50.0 −1.325 [−1.764,−0.886] 50/50 48.0 2.0 1.200
CEJ 22.0 −0.225 [−0.419,−0.031] 50/50 72.0 6.0 4.525
MP3 46.0 −0.975 [−1.441,−0.509] 50/50 50.0 4.0 0.750
NML 12.0 −0.080 [−0.170,+0.010] 50/50 84.0 4.0 3.000
MP7 26.0 −0.450 [−0.784,−0.116] 50/50 72.0 2.0 3.975
Mild translationese
FAB 87.2 −1.192 [−1.422,−0.963] 39/39 10.3 2.6 2.910
GEM 86.0 −0.940 [−1.153,−0.727] 50/50 6.0 8.0 3.230
JEV 70.0 −0.049 [−0.179,+0.080] 50/50 0.0 30.0 3.986
GPT 84.0 −0.740 [−0.883,−0.597] 50/50 12.0 4.0 3.370
Q35 58.0 −0.460 [−0.685,−0.235] 50/50 22.0 20.0 3.590
GLM 72.0 −0.620 [−0.840,−0.400] 50/50 10.0 18.0 3.340
DSK 50.0 −0.470 [−0.752,−0.188] 50/50 36.0 14.0 3.680
NMU 30.0 −0.140 [−0.340,+0.060] 45/50 44.0 26.0 3.011
GMA 18.0 +0.040 [−0.071,+0.151] 50/50 60.0 22.0 4.230
Q25 12.0 −0.025 [−0.203,+0.153] 50/50 80.0 8.0 3.300
MP14 14.0 −0.225 [−0.587,+0.137] 50/50 76.0 10.0 2.300
CEJ 8.0 −0.050 [−0.271,+0.171] 50/50 84.0 8.0 4.700
MP3 18.0 −0.275 [−0.647,+0.097] 50/50 76.0 6.0 1.450
NML 8.0 +0.040 [−0.068,+0.148] 50/50 82.0 10.0 3.120
MP7 10.0 +0.050 [−0.147,+0.247] 50/50 80.0 10.0 4.475
Subtle translationese
FAB 5.1 +0.385 [+0.158,+0.611] 39/39 46.2 48.7 4.487
GEM 4.0 +0.630 [+0.432,+0.828] 50/50 24.0 72.0 4.800
JEV 10.0 +0.335 [+0.207,+0.463] 50/50 0.0 90.0 4.370
GPT 4.0 +0.370 [+0.245,+0.495] 50/50 36.0 60.0 4.480
Q35 12.0 +0.560 [+0.365,+0.755] 50/50 22.0 66.0 4.610
GLM 4.0 +0.570 [+0.380,+0.760] 50/50 32.0 64.0 4.530
DSK 2.0 +0.700 [+0.448,+0.952] 50/50 46.0 52.0 4.850
NMU 16.0 +0.310 [+0.086,+0.534] 45/50 42.0 42.0 3.511
GMA 2.0 +0.270 [+0.141,+0.399] 50/50 62.0 36.0 4.460
Q25 10.0 +0.000 [−0.198,+0.198] 50/50 80.0 10.0 3.325
MP14 2.0 +0.525 [+0.181,+0.869] 50/50 72.0 26.0 3.050
CEJ 12.0 −0.050 [−0.235,+0.135] 50/50 78.0 10.0 4.700
MP3 2.0 +0.750 [+0.342,+1.158] 50/50 68.0 30.0 2.475
NML 6.0 +0.450 [+0.231,+0.669] 50/50 62.0 32.0 3.530
MP7 10.0 +0.200 [−0.083,+0.483] 50/50 76.0 14.0 4.625



A.3.13 Latvian

Table 17: Latvian: complete results in heavy, mild, and subtle blocks. Models follow overall average detection order
within each block. Rates are percentages.

Model Detect ↑ ∆ ↓ 95% CI, ∆ Scored/N Ties Reverse Mean score

Heavy translationese
FAB 87.2 −1.487 [−1.779,−1.196] 39/39 10.3 2.6 1.769
GEM 88.0 −1.350 [−1.626,−1.074] 49/50 10.0 2.0 2.031
JEV 88.0 −0.556 [−0.703,−0.409] 50/50 0.0 12.0 3.115
GPT 92.0 −1.020 [−1.197,−0.843] 50/50 6.0 2.0 2.570
Q35 64.0 −0.760 [−1.004,−0.516] 50/50 26.0 10.0 2.770
GLM 80.0 −0.860 [−1.068,−0.652] 50/50 16.0 4.0 2.540
DSK 66.0 −1.090 [−1.389,−0.791] 50/50 28.0 6.0 2.450
NMU 18.0 +0.250 [+0.027,+0.473] 50/50 42.0 40.0 1.070
GMA 74.0 −0.410 [−0.506,−0.314] 50/50 22.0 4.0 3.620
Q25 20.0 +0.225 [−0.143,+0.593] 49/50 54.0 26.0 3.929
MP14 20.0 −0.350 [−0.663,−0.037] 50/50 72.0 8.0 1.500
CEJ 18.0 −0.075 [−0.331,+0.181] 50/50 70.0 12.0 4.650
MP3 16.0 −0.025 [−0.465,+0.415] 50/50 74.0 10.0 3.050
NML 6.0 −0.020 [−0.195,+0.155] 50/50 90.0 4.0 2.910
MP7 20.0 −0.125 [−0.510,+0.260] 50/50 70.0 10.0 4.000
Mild translationese
FAB 53.8 −0.359 [−0.626,−0.092] 39/39 33.3 12.8 2.897
GEM 54.0 −0.330 [−0.578,−0.082] 49/50 22.0 24.0 3.071
JEV 44.0 +0.117 [−0.000,+0.234] 50/50 2.0 54.0 3.788
GPT 50.0 −0.290 [−0.461,−0.119] 50/50 34.0 16.0 3.300
Q35 36.0 −0.090 [−0.301,+0.121] 50/50 28.0 36.0 3.440
GLM 50.0 −0.140 [−0.346,+0.066] 50/50 20.0 30.0 3.260
DSK 38.0 −0.030 [−0.312,+0.252] 50/50 34.0 28.0 3.510
NMU 42.0 +0.040 [−0.237,+0.317] 50/50 16.0 42.0 0.860
GMA 10.0 +0.060 [−0.027,+0.147] 50/50 72.0 18.0 4.090
Q25 8.0 +0.225 [−0.086,+0.536] 49/50 70.0 22.0 3.929
MP14 8.0 −0.075 [−0.350,+0.200] 50/50 86.0 6.0 1.775
CEJ 18.0 −0.025 [−0.272,+0.222] 50/50 72.0 10.0 4.700
MP3 8.0 +0.100 [−0.313,+0.513] 50/50 78.0 14.0 3.175
NML 8.0 −0.050 [−0.216,+0.116] 50/50 90.0 2.0 2.880
MP7 14.0 −0.025 [−0.342,+0.292] 50/50 78.0 8.0 4.100
Subtle translationese
FAB 5.1 +0.744 [+0.487,+1.000] 39/39 25.6 69.2 4.000
GEM 4.0 +0.710 [+0.488,+0.932] 49/50 32.0 64.0 4.133
JEV 14.0 +0.370 [+0.235,+0.506] 50/50 2.0 84.0 4.042
GPT 2.0 +0.520 [+0.369,+0.671] 50/50 30.0 68.0 4.110
Q35 8.0 +0.600 [+0.394,+0.806] 50/50 32.0 60.0 4.130
GLM 6.0 +0.620 [+0.417,+0.823] 50/50 24.0 70.0 4.020
DSK 10.0 +0.690 [+0.416,+0.964] 50/50 38.0 52.0 4.230
NMU 30.0 +0.290 [−0.022,+0.602] 50/50 32.0 38.0 1.110
GMA 2.0 +0.230 [+0.121,+0.339] 50/50 64.0 34.0 4.260
Q25 14.0 +0.300 [+0.007,+0.593] 49/50 58.0 28.0 4.005
MP14 0.0 +0.375 [+0.130,+0.620] 50/50 80.0 20.0 2.225
CEJ 10.0 +0.025 [−0.153,+0.203] 50/50 80.0 10.0 4.750
MP3 2.0 +0.525 [+0.116,+0.934] 50/50 78.0 20.0 3.600
NML 4.0 +0.000 [−0.170,+0.170] 50/50 92.0 4.0 2.930
MP7 14.0 +0.150 [−0.160,+0.460] 50/50 74.0 12.0 4.275



A.3.14 Limburgish

Table 18: Limburgish: complete results in heavy, mild, and subtle blocks. Models follow overall average detection
order within each block. Rates are percentages.

Model Detect ↑ ∆ ↓ 95% CI, ∆ Scored/N Ties Reverse Mean score

Heavy translationese
FAB 75.0 −1.528 [−2.084,−0.972] 36/36 19.4 5.6 2.069
GEM 68.0 −1.390 [−1.900,−0.880] 50/50 26.0 6.0 2.820
JEV 52.0 +0.018 [−0.099,+0.136] 50/50 2.0 46.0 3.688
GPT 60.0 −0.450 [−0.728,−0.172] 50/50 20.0 20.0 3.460
Q35 60.0 −0.970 [−1.458,−0.482] 50/50 18.0 22.0 2.720
GLM 42.0 −0.150 [−0.489,+0.189] 50/50 34.0 24.0 3.690
DSK 50.0 −0.920 [−1.391,−0.449] 50/50 30.0 20.0 3.410
NMU 32.0 +0.090 [−0.375,+0.555] 45/50 22.0 46.0 1.722
GMA 20.0 −0.180 [−0.376,+0.016] 50/50 72.0 8.0 4.050
Q25 32.0 −0.300 [−0.706,+0.106] 50/50 48.0 20.0 2.825
MP14 34.0 −0.650 [−1.249,−0.051] 50/50 50.0 16.0 2.575
CEJ 24.0 +0.025 [−0.404,+0.454] 50/50 54.0 22.0 4.425
MP3 12.0 +0.700 [+0.093,+1.307] 49/50 62.0 26.0 2.143
NML 30.0 −0.310 [−0.846,+0.226] 50/50 50.0 20.0 2.240
MP7 18.0 −0.125 [−0.360,+0.110] 50/50 76.0 6.0 4.600
Mild translationese
FAB 63.9 −1.361 [−1.907,−0.815] 36/36 27.8 8.3 2.236
GEM 74.0 −1.260 [−1.707,−0.813] 50/50 22.0 4.0 2.950
JEV 36.0 +0.114 [+0.010,+0.217] 50/50 4.0 60.0 3.783
GPT 56.0 −0.330 [−0.588,−0.072] 50/50 28.0 16.0 3.580
Q35 38.0 −0.290 [−0.740,+0.160] 50/50 28.0 34.0 3.400
GLM 40.0 +0.000 [−0.257,+0.257] 50/50 32.0 28.0 3.840
DSK 52.0 −0.880 [−1.345,−0.415] 50/50 34.0 14.0 3.450
NMU 32.0 −0.030 [−0.352,+0.292] 45/50 34.0 34.0 1.589
GMA 14.0 −0.030 [−0.163,+0.103] 50/50 70.0 16.0 4.200
Q25 26.0 −0.200 [−0.650,+0.250] 50/50 48.0 26.0 2.925
MP14 26.0 −0.200 [−0.650,+0.250] 50/50 56.0 18.0 3.025
CEJ 26.0 +0.050 [−0.358,+0.458] 50/50 48.0 26.0 4.450
MP3 16.0 +0.725 [+0.152,+1.298] 49/50 54.0 30.0 2.168
NML 24.0 −0.360 [−0.796,+0.076] 50/50 58.0 18.0 2.190
MP7 14.0 −0.075 [−0.301,+0.151] 50/50 80.0 6.0 4.650
Subtle translationese
FAB 52.8 −1.042 [−1.582,−0.502] 36/36 38.9 8.3 2.556
GEM 36.0 −0.640 [−1.109,−0.171] 50/50 54.0 10.0 3.570
JEV 16.0 +0.173 [+0.066,+0.280] 50/50 8.0 76.0 3.843
GPT 20.0 +0.060 [−0.133,+0.253] 50/50 60.0 20.0 3.970
Q35 34.0 −0.100 [−0.521,+0.321] 50/50 28.0 38.0 3.590
GLM 22.0 +0.180 [−0.044,+0.404] 50/50 38.0 40.0 4.020
DSK 30.0 −0.500 [−0.947,−0.053] 50/50 46.0 24.0 3.830
NMU 38.0 +0.140 [−0.310,+0.590] 45/50 22.0 40.0 1.778
GMA 10.0 +0.050 [−0.044,+0.144] 50/50 72.0 18.0 4.280
Q25 18.0 +0.050 [−0.293,+0.393] 50/50 58.0 24.0 3.175
MP14 24.0 −0.050 [−0.559,+0.459] 50/50 56.0 20.0 3.175
CEJ 18.0 +0.000 [−0.364,+0.364] 50/50 60.0 22.0 4.400
MP3 12.0 +0.525 [+0.001,+1.049] 49/50 70.0 18.0 1.964
NML 26.0 −0.350 [−0.793,+0.093] 50/50 56.0 18.0 2.200
MP7 10.0 −0.050 [−0.235,+0.135] 50/50 88.0 2.0 4.675



A.3.15 Lower Sorbian

Table 19: Lower Sorbian: complete results in heavy, mild, and subtle blocks. Models follow overall average
detection order within each block. Rates are percentages.

Model Detect ↑ ∆ ↓ 95% CI, ∆ Scored/N Ties Reverse Mean score

Heavy translationese
FAB 75.6 −1.024 [−1.420,−0.628] 41/41 14.6 9.8 2.537
GEM 48.0 −0.460 [−0.751,−0.169] 50/50 26.0 26.0 3.440
JEV 76.0 −0.329 [−0.486,−0.173] 50/50 0.0 24.0 3.084
GPT 58.0 −0.350 [−0.548,−0.152] 50/50 26.0 16.0 3.330
Q35 48.0 −0.950 [−1.438,−0.462] 50/50 36.0 16.0 2.530
GLM 56.0 −0.310 [−0.506,−0.114] 50/50 22.0 22.0 3.360
DSK 62.0 −1.130 [−1.617,−0.643] 50/50 22.0 16.0 2.290
NMU 44.0 −0.310 [−0.768,+0.148] 48/50 20.0 36.0 1.438
GMA 34.0 −0.680 [−1.040,−0.320] 50/50 50.0 16.0 3.010
Q25 14.0 +0.550 [+0.118,+0.982] 50/50 50.0 36.0 3.200
MP14 24.0 −0.250 [−0.633,+0.133] 50/50 66.0 10.0 1.450
CEJ 18.0 +0.050 [−0.307,+0.407] 50/50 64.0 18.0 4.425
MP3 12.0 +1.200 [+0.602,+1.798] 50/50 50.0 38.0 1.975
NML 34.0 −0.220 [−0.699,+0.259] 50/50 42.0 24.0 1.240
MP7 20.0 +0.000 [−0.221,+0.221] 50/50 60.0 20.0 4.425
Mild translationese
FAB 63.4 −0.878 [−1.275,−0.481] 41/41 24.4 12.2 2.683
GEM 50.0 −0.220 [−0.523,+0.083] 50/50 12.0 38.0 3.680
JEV 64.0 −0.307 [−0.464,−0.150] 50/50 4.0 32.0 3.106
GPT 52.0 −0.190 [−0.392,+0.012] 50/50 28.0 20.0 3.490
Q35 48.0 −0.510 [−0.946,−0.074] 50/50 24.0 28.0 2.970
GLM 44.0 −0.020 [−0.242,+0.202] 50/50 24.0 32.0 3.650
DSK 60.0 −0.900 [−1.399,−0.401] 50/50 16.0 24.0 2.520
NMU 54.0 −0.310 [−0.794,+0.174] 48/50 12.0 34.0 1.438
GMA 30.0 −0.680 [−1.066,−0.294] 50/50 50.0 20.0 3.010
Q25 12.0 +0.625 [+0.204,+1.046] 50/50 52.0 36.0 3.275
MP14 30.0 −0.350 [−0.758,+0.058] 50/50 54.0 16.0 1.350
CEJ 20.0 +0.200 [−0.186,+0.586] 50/50 54.0 26.0 4.575
MP3 6.0 +1.325 [+0.750,+1.900] 50/50 52.0 42.0 2.100
NML 28.0 −0.030 [−0.508,+0.448] 50/50 38.0 34.0 1.430
MP7 14.0 +0.125 [−0.088,+0.338] 50/50 62.0 24.0 4.550
Subtle translationese
FAB 34.1 −0.585 [−1.080,−0.091] 41/41 41.5 24.4 2.976
GEM 26.0 +0.080 [−0.198,+0.358] 50/50 26.0 48.0 3.980
JEV 48.0 −0.193 [−0.362,−0.024] 50/50 4.0 48.0 3.220
GPT 28.0 +0.190 [−0.002,+0.382] 50/50 32.0 40.0 3.870
Q35 32.0 −0.370 [−0.836,+0.096] 50/50 32.0 36.0 3.110
GLM 28.0 +0.230 [+0.018,+0.442] 50/50 22.0 50.0 3.900
DSK 56.0 −0.690 [−1.242,−0.138] 50/50 16.0 28.0 2.730
NMU 46.0 −0.070 [−0.597,+0.457] 48/50 18.0 36.0 1.688
GMA 30.0 −0.640 [−1.014,−0.266] 50/50 52.0 18.0 3.050
Q25 12.0 +0.600 [+0.162,+1.038] 50/50 56.0 32.0 3.250
MP14 20.0 −0.050 [−0.458,+0.358] 50/50 64.0 16.0 1.650
CEJ 8.0 +0.225 [−0.024,+0.474] 50/50 74.0 18.0 4.600
MP3 8.0 +1.200 [+0.623,+1.777] 50/50 56.0 36.0 1.975
NML 30.0 +0.060 [−0.424,+0.544] 50/50 42.0 28.0 1.520
MP7 12.0 +0.150 [−0.067,+0.367] 50/50 66.0 22.0 4.575



A.3.16 Luxembourgish

Table 20: Luxembourgish: complete results in heavy, mild, and subtle blocks. Models follow overall average
detection order within each block. Rates are percentages.

Model Detect ↑ ∆ ↓ 95% CI, ∆ Scored/N Ties Reverse Mean score

Heavy translationese
FAB 73.8 −1.524 [−2.060,−0.987] 42/42 14.3 11.9 2.202
GEM 64.0 −1.330 [−1.834,−0.826] 50/50 20.0 16.0 2.750
JEV 58.0 −0.103 [−0.243,+0.037] 50/50 0.0 42.0 3.198
GPT 50.0 −0.200 [−0.381,−0.019] 50/50 28.0 22.0 3.610
Q35 42.0 −0.670 [−1.125,−0.215] 49/50 28.0 30.0 2.663
GLM 34.0 +0.110 [−0.096,+0.316] 50/50 28.0 38.0 3.530
DSK 42.0 −0.700 [−1.224,−0.176] 50/50 30.0 28.0 2.940
NMU 50.0 −0.440 [−0.883,+0.003] 47/50 22.0 28.0 1.457
GMA 34.0 −0.680 [−1.056,−0.304] 50/50 48.0 18.0 3.410
Q25 30.0 −0.300 [−0.706,+0.106] 48/50 44.0 26.0 3.255
MP14 36.0 −0.750 [−1.288,−0.212] 50/50 54.0 10.0 1.975
CEJ 28.0 −0.175 [−0.472,+0.122] 50/50 58.0 14.0 4.550
MP3 20.0 +0.125 [−0.466,+0.716] 50/50 58.0 22.0 2.300
NML 28.0 +0.010 [−0.478,+0.498] 50/50 42.0 30.0 2.270
MP7 18.0 −0.375 [−0.766,+0.016] 50/50 72.0 10.0 4.425
Mild translationese
FAB 69.0 −1.238 [−1.805,−0.671] 42/42 9.5 21.4 2.488
GEM 64.0 −1.010 [−1.475,−0.545] 50/50 18.0 18.0 3.070
JEV 44.0 +0.010 [−0.123,+0.143] 50/50 0.0 56.0 3.311
GPT 42.0 −0.070 [−0.238,+0.098] 50/50 28.0 30.0 3.740
Q35 48.0 −0.780 [−1.281,−0.279] 49/50 22.0 30.0 2.551
GLM 12.0 +0.510 [+0.307,+0.713] 50/50 30.0 58.0 3.930
DSK 36.0 −0.410 [−0.931,+0.111] 50/50 30.0 34.0 3.230
NMU 52.0 −0.270 [−0.731,+0.191] 47/50 12.0 36.0 1.638
GMA 34.0 −0.600 [−0.973,−0.227] 50/50 42.0 24.0 3.490
Q25 34.0 −0.100 [−0.463,+0.263] 48/50 32.0 34.0 3.464
MP14 26.0 −0.500 [−1.014,+0.014] 50/50 60.0 14.0 2.225
CEJ 20.0 −0.100 [−0.387,+0.187] 50/50 70.0 10.0 4.625
MP3 20.0 +0.325 [−0.323,+0.973] 50/50 50.0 30.0 2.500
NML 14.0 +0.100 [−0.318,+0.518] 50/50 56.0 30.0 2.360
MP7 16.0 −0.450 [−0.851,−0.049] 50/50 78.0 6.0 4.350
Subtle translationese
FAB 50.0 −0.940 [−1.587,−0.294] 42/42 19.0 31.0 2.786
GEM 30.0 −0.510 [−1.059,+0.039] 50/50 30.0 40.0 3.570
JEV 32.0 +0.152 [−0.008,+0.311] 50/50 0.0 68.0 3.453
GPT 12.0 +0.350 [+0.207,+0.493] 50/50 32.0 56.0 4.160
Q35 30.0 −0.220 [−0.788,+0.348] 49/50 18.0 52.0 3.122
GLM 4.0 +0.720 [+0.528,+0.912] 50/50 24.0 72.0 4.140
DSK 30.0 −0.150 [−0.730,+0.430] 50/50 28.0 42.0 3.490
NMU 50.0 −0.290 [−0.756,+0.176] 47/50 22.0 28.0 1.617
GMA 30.0 −0.560 [−0.962,−0.158] 50/50 44.0 26.0 3.530
Q25 36.0 −0.250 [−0.627,+0.127] 48/50 36.0 28.0 3.307
MP14 34.0 −0.325 [−0.981,+0.331] 50/50 42.0 24.0 2.400
CEJ 28.0 −0.400 [−0.780,−0.020] 50/50 62.0 10.0 4.325
MP3 20.0 +0.250 [−0.348,+0.848] 50/50 54.0 26.0 2.425
NML 22.0 +0.070 [−0.380,+0.520] 50/50 48.0 30.0 2.330
MP7 16.0 −0.400 [−0.792,−0.008] 50/50 78.0 6.0 4.400



A.3.17 Maltese

Table 21: Maltese: complete results in heavy, mild, and subtle blocks. Models follow overall average detection
order within each block. Rates are percentages.

Model Detect ↑ ∆ ↓ 95% CI, ∆ Scored/N Ties Reverse Mean score

Heavy translationese
FAB 52.5 −0.500 [−0.824,−0.176] 40/40 25.0 22.5 3.275
GEM 52.0 −0.700 [−1.067,−0.333] 50/50 36.0 12.0 3.290
JEV 44.0 −0.071 [−0.251,+0.109] 50/50 2.0 54.0 3.583
GPT 52.0 −0.340 [−0.516,−0.164] 50/50 32.0 16.0 3.610
Q35 34.0 −0.300 [−0.724,+0.124] 49/50 30.0 36.0 3.510
GLM 36.0 −0.120 [−0.329,+0.089] 50/50 36.0 28.0 3.530
DSK 34.0 −0.150 [−0.565,+0.265] 50/50 28.0 38.0 3.630
NMU 34.0 +0.010 [−0.365,+0.385] 49/50 20.0 46.0 1.480
GMA 26.0 −0.150 [−0.307,+0.007] 50/50 62.0 12.0 4.010
Q25 26.0 −0.150 [−0.452,+0.152] 46/50 54.0 20.0 4.239
MP14 28.0 −0.550 [−1.026,−0.074] 50/50 56.0 16.0 3.200
CEJ 16.0 −0.050 [−0.420,+0.320] 50/50 70.0 14.0 4.650
MP3 18.0 −0.125 [−0.744,+0.494] 50/50 66.0 16.0 3.400
NML 4.0 −0.060 [−0.265,+0.145] 50/50 94.0 2.0 2.880
MP7 14.0 −0.300 [−0.593,−0.007] 50/50 84.0 2.0 4.650
Mild translationese
FAB 37.5 −0.225 [−0.608,+0.158] 40/40 30.0 32.5 3.550
GEM 36.0 −0.340 [−0.692,+0.012] 50/50 32.0 32.0 3.650
JEV 38.0 +0.022 [−0.139,+0.183] 50/50 0.0 62.0 3.676
GPT 34.0 −0.200 [−0.429,+0.029] 50/50 44.0 22.0 3.750
Q35 32.0 −0.090 [−0.461,+0.281] 49/50 30.0 38.0 3.724
GLM 40.0 −0.280 [−0.662,+0.102] 50/50 24.0 36.0 3.370
DSK 18.0 +0.220 [−0.074,+0.514] 50/50 44.0 38.0 4.000
NMU 42.0 −0.030 [−0.403,+0.343] 49/50 22.0 36.0 1.439
GMA 22.0 −0.180 [−0.374,+0.014] 50/50 62.0 16.0 3.980
Q25 22.0 −0.125 [−0.416,+0.166] 46/50 60.0 18.0 4.266
MP14 28.0 −0.525 [−0.995,−0.055] 50/50 56.0 16.0 3.225
CEJ 16.0 −0.100 [−0.420,+0.220] 50/50 68.0 16.0 4.600
MP3 18.0 −0.025 [−0.633,+0.583] 50/50 66.0 16.0 3.500
NML 14.0 −0.280 [−0.567,+0.007] 50/50 84.0 2.0 2.660
MP7 8.0 −0.200 [−0.492,+0.092] 50/50 88.0 4.0 4.750
Subtle translationese
FAB 22.5 +0.013 [−0.381,+0.406] 40/40 35.0 42.5 3.788
GEM 24.0 −0.190 [−0.695,+0.315] 50/50 20.0 56.0 3.800
JEV 26.0 +0.100 [−0.092,+0.292] 50/50 0.0 74.0 3.754
GPT 18.0 +0.170 [+0.001,+0.339] 50/50 38.0 44.0 4.120
Q35 12.0 +0.330 [−0.048,+0.708] 49/50 28.0 60.0 4.153
GLM 18.0 +0.260 [−0.057,+0.577] 50/50 26.0 56.0 3.910
DSK 16.0 +0.540 [+0.173,+0.907] 50/50 28.0 56.0 4.320
NMU 40.0 −0.030 [−0.398,+0.338] 49/50 16.0 44.0 1.439
GMA 14.0 −0.090 [−0.313,+0.133] 50/50 58.0 28.0 4.070
Q25 24.0 −0.100 [−0.387,+0.187] 46/50 54.0 22.0 4.293
MP14 16.0 −0.250 [−0.682,+0.182] 50/50 72.0 12.0 3.500
CEJ 8.0 −0.075 [−0.428,+0.278] 50/50 82.0 10.0 4.625
MP3 16.0 +0.350 [−0.223,+0.923] 50/50 62.0 22.0 3.875
NML 14.0 −0.290 [−0.597,+0.017] 50/50 82.0 4.0 2.650
MP7 10.0 −0.175 [−0.396,+0.046] 50/50 88.0 2.0 4.775



A.3.18 Portuguese

Table 22: Portuguese: complete results in heavy, mild, and subtle blocks. Models follow overall average detection
order within each block. Rates are percentages.

Model Detect ↑ ∆ ↓ 95% CI, ∆ Scored/N Ties Reverse Mean score

Heavy translationese
FAB 89.3 −1.786 [−2.164,−1.407] 28/28 3.6 7.1 2.036
GEM 86.0 −1.400 [−1.673,−1.127] 50/50 10.0 4.0 2.390
JEV 80.0 −0.647 [−0.844,−0.449] 50/50 0.0 20.0 2.901
GPT 86.0 −0.920 [−1.113,−0.727] 50/50 8.0 6.0 2.780
Q35 72.0 −0.810 [−1.052,−0.568] 50/50 18.0 10.0 2.820
GLM 78.0 −0.820 [−1.038,−0.602] 50/50 10.0 12.0 2.570
DSK 70.0 −1.020 [−1.314,−0.726] 50/50 20.0 10.0 2.540
NMU 50.0 −0.460 [−0.699,−0.221] 47/50 36.0 14.0 2.436
GMA 62.0 −0.380 [−0.516,−0.244] 50/50 26.0 12.0 3.480
Q25 8.0 +0.175 [−0.023,+0.373] 49/50 72.0 20.0 3.316
MP14 20.0 −0.400 [−0.724,−0.076] 50/50 76.0 4.0 1.200
CEJ 36.0 −0.325 [−0.687,+0.037] 49/50 52.0 12.0 4.005
MP3 32.0 −0.575 [−0.953,−0.197] 50/50 60.0 8.0 0.575
NML 22.0 −0.190 [−0.394,+0.014] 50/50 72.0 6.0 2.920
MP7 18.0 −0.175 [−0.446,+0.096] 50/50 76.0 6.0 2.825
Mild translationese
FAB 75.0 −0.589 [−0.949,−0.229] 28/28 7.1 17.9 3.232
GEM 54.0 −0.350 [−0.590,−0.110] 50/50 22.0 24.0 3.440
JEV 44.0 +0.162 [+0.008,+0.316] 50/50 2.0 54.0 3.709
GPT 52.0 −0.230 [−0.410,−0.050] 50/50 28.0 20.0 3.470
Q35 38.0 −0.140 [−0.350,+0.070] 50/50 26.0 36.0 3.490
GLM 50.0 −0.240 [−0.457,−0.023] 50/50 24.0 26.0 3.150
DSK 30.0 −0.060 [−0.311,+0.191] 50/50 38.0 32.0 3.500
NMU 24.0 +0.010 [−0.238,+0.258] 47/50 46.0 30.0 2.936
GMA 18.0 +0.110 [−0.010,+0.230] 50/50 52.0 30.0 3.970
Q25 6.0 +0.125 [−0.050,+0.300] 49/50 80.0 14.0 3.265
MP14 12.0 −0.025 [−0.326,+0.276] 50/50 80.0 8.0 1.575
CEJ 12.0 +0.075 [−0.225,+0.375] 49/50 76.0 12.0 4.413
MP3 12.0 +0.100 [−0.301,+0.501] 50/50 68.0 20.0 1.250
NML 18.0 −0.070 [−0.268,+0.128] 50/50 74.0 8.0 3.040
MP7 6.0 +0.075 [−0.116,+0.266] 50/50 86.0 8.0 3.075
Subtle translationese
FAB 0.0 +0.518 [+0.326,+0.710] 28/28 35.7 64.3 4.339
GEM 0.0 +0.720 [+0.536,+0.904] 50/50 26.0 74.0 4.510
JEV 4.0 +0.523 [+0.373,+0.674] 50/50 0.0 96.0 4.071
GPT 0.0 +0.620 [+0.484,+0.756] 50/50 18.0 82.0 4.320
Q35 4.0 +0.680 [+0.513,+0.847] 50/50 22.0 74.0 4.310
GLM 4.0 +0.860 [+0.670,+1.050] 50/50 18.0 78.0 4.250
DSK 6.0 +0.830 [+0.577,+1.083] 50/50 30.0 64.0 4.390
NMU 12.0 +0.680 [+0.384,+0.976] 47/50 30.0 58.0 3.649
GMA 0.0 +0.340 [+0.226,+0.454] 50/50 50.0 50.0 4.200
Q25 10.0 +0.050 [−0.221,+0.321] 49/50 74.0 16.0 3.189
MP14 2.0 +0.300 [+0.052,+0.548] 50/50 82.0 16.0 1.900
CEJ 20.0 +0.200 [−0.116,+0.516] 49/50 54.0 26.0 4.541
MP3 6.0 +0.300 [−0.032,+0.632] 50/50 66.0 28.0 1.450
NML 6.0 +0.350 [+0.127,+0.573] 50/50 64.0 30.0 3.460
MP7 2.0 +0.775 [+0.392,+1.158] 50/50 68.0 30.0 3.775



A.3.19 Scottish Gaelic

Table 23: Scottish Gaelic: complete results in heavy, mild, and subtle blocks. Models follow overall average
detection order within each block. Rates are percentages.

Model Detect ↑ ∆ ↓ 95% CI, ∆ Scored/N Ties Reverse Mean score

Heavy translationese
FAB 14.0 +0.116 [−0.065,+0.297] 43/43 37.2 48.8 2.430
GEM 28.0 +0.030 [−0.180,+0.240] 50/50 36.0 36.0 2.650
JEV 30.0 +0.114 [+0.014,+0.214] 50/50 2.0 68.0 3.192
GPT 16.0 +0.020 [−0.138,+0.178] 50/50 62.0 22.0 3.040
Q35 26.0 +0.010 [−0.204,+0.224] 50/50 32.0 42.0 2.790
GLM 22.0 +0.070 [−0.128,+0.268] 50/50 40.0 38.0 2.870
DSK 20.0 +0.120 [−0.142,+0.382] 50/50 44.0 36.0 2.930
NMU 20.0 +0.030 [−0.096,+0.156] 50/50 62.0 18.0 0.210
GMA 10.0 +0.120 [+0.021,+0.219] 50/50 56.0 34.0 3.390
Q25 28.0 −0.300 [−0.647,+0.047] 50/50 54.0 18.0 3.125
MP14 14.0 +0.050 [−0.293,+0.393] 50/50 68.0 18.0 2.775
CEJ 24.0 −0.200 [−0.586,+0.186] 50/50 60.0 16.0 4.200
MP3 12.0 −0.100 [−0.599,+0.399] 50/50 78.0 10.0 2.825
NML 14.0 +0.090 [−0.218,+0.398] 50/50 72.0 14.0 2.680
MP7 8.0 −0.050 [−0.170,+0.070] 49/50 88.0 4.0 4.439
Mild translationese
FAB 18.6 +0.081 [−0.160,+0.323] 43/43 34.9 46.5 2.395
GEM 26.0 +0.130 [−0.077,+0.337] 50/50 28.0 46.0 2.750
JEV 30.0 +0.173 [+0.053,+0.293] 50/50 0.0 70.0 3.251
GPT 14.0 +0.150 [−0.011,+0.311] 50/50 46.0 40.0 3.170
Q35 20.0 +0.140 [−0.096,+0.376] 50/50 40.0 40.0 2.920
GLM 16.0 +0.170 [−0.053,+0.393] 50/50 40.0 44.0 2.970
DSK 16.0 +0.320 [+0.010,+0.630] 50/50 40.0 44.0 3.130
NMU 22.0 −0.030 [−0.143,+0.083] 50/50 58.0 20.0 0.150
GMA 8.0 +0.170 [+0.059,+0.281] 50/50 54.0 38.0 3.440
Q25 36.0 −0.200 [−0.604,+0.204] 50/50 38.0 26.0 3.225
MP14 14.0 +0.100 [−0.276,+0.476] 50/50 64.0 22.0 2.825
CEJ 14.0 +0.025 [−0.392,+0.442] 50/50 72.0 14.0 4.425
MP3 12.0 −0.175 [−0.589,+0.239] 50/50 82.0 6.0 2.750
NML 12.0 −0.010 [−0.343,+0.323] 50/50 74.0 14.0 2.580
MP7 6.0 +0.075 [−0.088,+0.238] 49/50 84.0 10.0 4.566
Subtle translationese
FAB 11.6 +0.570 [+0.290,+0.850] 43/43 16.3 72.1 2.884
GEM 2.0 +0.600 [+0.408,+0.792] 50/50 32.0 66.0 3.220
JEV 12.0 +0.408 [+0.278,+0.539] 50/50 2.0 86.0 3.486
GPT 2.0 +0.410 [+0.260,+0.560] 50/50 36.0 62.0 3.430
Q35 8.0 +0.440 [+0.195,+0.685] 50/50 30.0 62.0 3.220
GLM 4.0 +0.580 [+0.366,+0.794] 50/50 30.0 66.0 3.380
DSK 10.0 +0.690 [+0.414,+0.966] 50/50 34.0 56.0 3.500
NMU 22.0 −0.040 [−0.151,+0.071] 50/50 66.0 12.0 0.140
GMA 4.0 +0.320 [+0.212,+0.428] 50/50 36.0 60.0 3.590
Q25 38.0 −0.300 [−0.687,+0.087] 50/50 34.0 28.0 3.125
MP14 16.0 +0.050 [−0.307,+0.407] 50/50 64.0 20.0 2.775
CEJ 18.0 −0.225 [−0.606,+0.156] 50/50 66.0 16.0 4.175
MP3 8.0 +0.175 [−0.245,+0.595] 50/50 76.0 16.0 3.100
NML 16.0 +0.090 [−0.181,+0.361] 50/50 70.0 14.0 2.680
MP7 10.0 −0.075 [−0.278,+0.128] 49/50 82.0 8.0 4.413



A.3.20 Slovenian

Table 24: Slovenian: complete results in heavy, mild, and subtle blocks. Models follow overall average detection
order within each block. Rates are percentages.

Model Detect ↑ ∆ ↓ 95% CI, ∆ Scored/N Ties Reverse Mean score

Heavy translationese
FAB 92.9 −1.798 [−2.085,−1.510] 42/42 4.8 2.4 1.869
GEM 92.0 −1.830 [−2.097,−1.563] 50/50 6.0 2.0 2.020
JEV 92.0 −0.798 [−0.943,−0.653] 50/50 2.0 6.0 2.988
GPT 90.0 −1.300 [−1.488,−1.112] 50/50 8.0 2.0 2.640
Q35 80.0 −1.160 [−1.400,−0.920] 50/50 14.0 6.0 2.710
GLM 86.0 −1.130 [−1.343,−0.917] 50/50 8.0 6.0 2.490
DSK 74.0 −1.310 [−1.635,−0.985] 50/50 16.0 10.0 2.530
NMU 22.0 +0.230 [−0.067,+0.527] 48/50 30.0 48.0 1.094
GMA 66.0 −0.390 [−0.499,−0.281] 50/50 32.0 2.0 3.730
Q25 12.0 +0.025 [−0.153,+0.203] 50/50 74.0 14.0 4.000
MP14 22.0 −0.450 [−0.857,−0.043] 50/50 70.0 8.0 1.875
CEJ 12.0 +0.100 [−0.141,+0.341] 50/50 74.0 14.0 4.675
MP3 18.0 +0.050 [−0.376,+0.476] 50/50 64.0 18.0 2.250
NML 6.0 +0.110 [−0.061,+0.281] 50/50 82.0 12.0 2.920
MP7 6.0 +0.075 [−0.172,+0.322] 50/50 84.0 10.0 4.450
Mild translationese
FAB 64.3 −0.548 [−0.806,−0.289] 42/42 14.3 21.4 3.119
GEM 62.0 −0.450 [−0.662,−0.238] 50/50 18.0 20.0 3.400
JEV 54.0 +0.096 [−0.044,+0.235] 50/50 0.0 46.0 3.883
GPT 64.0 −0.410 [−0.565,−0.255] 50/50 22.0 14.0 3.530
Q35 42.0 −0.180 [−0.395,+0.035] 50/50 34.0 24.0 3.690
GLM 42.0 −0.220 [−0.397,−0.043] 50/50 38.0 20.0 3.400
DSK 34.0 −0.150 [−0.402,+0.102] 50/50 36.0 30.0 3.690
NMU 28.0 +0.190 [−0.106,+0.486] 48/50 30.0 42.0 1.052
GMA 10.0 +0.130 [+0.019,+0.241] 50/50 64.0 26.0 4.250
Q25 8.0 +0.100 [−0.069,+0.269] 50/50 76.0 16.0 4.075
MP14 0.0 +0.300 [+0.062,+0.538] 50/50 86.0 14.0 2.625
CEJ 10.0 +0.175 [−0.046,+0.396] 50/50 70.0 20.0 4.750
MP3 0.0 +0.775 [+0.374,+1.176] 50/50 72.0 28.0 2.975
NML 4.0 +0.150 [+0.001,+0.299] 50/50 80.0 16.0 2.960
MP7 12.0 +0.075 [−0.161,+0.311] 50/50 76.0 12.0 4.450
Subtle translationese
FAB 4.8 +0.524 [+0.272,+0.776] 42/42 47.6 47.6 4.190
GEM 0.0 +0.750 [+0.533,+0.967] 50/50 32.0 68.0 4.600
JEV 18.0 +0.379 [+0.216,+0.543] 50/50 2.0 80.0 4.166
GPT 2.0 +0.470 [+0.311,+0.629] 50/50 38.0 60.0 4.410
Q35 12.0 +0.590 [+0.383,+0.797] 50/50 24.0 64.0 4.460
GLM 6.0 +0.690 [+0.505,+0.875] 50/50 24.0 70.0 4.310
DSK 2.0 +0.850 [+0.580,+1.120] 50/50 42.0 56.0 4.690
NMU 38.0 −0.120 [−0.347,+0.107] 48/50 34.0 28.0 0.729
GMA 2.0 +0.340 [+0.196,+0.484] 50/50 54.0 44.0 4.460
Q25 4.0 +0.100 [−0.037,+0.237] 50/50 84.0 12.0 4.075
MP14 2.0 +0.450 [+0.068,+0.832] 50/50 78.0 20.0 2.775
CEJ 8.0 +0.075 [−0.088,+0.238] 50/50 78.0 14.0 4.650
MP3 4.0 +0.700 [+0.251,+1.149] 50/50 74.0 22.0 2.900
NML 8.0 +0.130 [−0.077,+0.337] 50/50 76.0 16.0 2.940
MP7 8.0 +0.175 [−0.057,+0.407] 50/50 76.0 16.0 4.550



A.3.21 Spanish

Table 25: Spanish: complete results in heavy, mild, and subtle blocks. Models follow overall average detection
order within each block. Rates are percentages.

Model Detect ↑ ∆ ↓ 95% CI, ∆ Scored/N Ties Reverse Mean score

Heavy translationese
FAB 97.7 −2.012 [−2.229,−1.794] 43/43 0.0 2.3 1.860
GEM 98.0 −1.760 [−1.952,−1.568] 50/50 2.0 0.0 2.320
JEV 98.0 −1.025 [−1.167,−0.883] 50/50 0.0 2.0 2.884
GPT 98.0 −1.240 [−1.396,−1.084] 50/50 0.0 2.0 2.780
Q35 78.0 −0.970 [−1.202,−0.738] 50/50 16.0 6.0 2.880
GLM 88.0 −1.220 [−1.434,−1.006] 50/50 10.0 2.0 2.550
DSK 92.0 −1.430 [−1.674,−1.186] 50/50 4.0 4.0 2.600
NMU 46.0 −0.420 [−0.611,−0.229] 47/50 42.0 12.0 2.532
GMA 84.0 −0.780 [−0.920,−0.640] 50/50 16.0 0.0 3.370
Q25 6.0 −0.050 [−0.148,+0.048] 50/50 92.0 2.0 3.550
MP14 40.0 −0.925 [−1.314,−0.536] 50/50 58.0 2.0 1.425
CEJ 20.0 −0.100 [−0.296,+0.096] 50/50 68.0 12.0 4.600
MP3 44.0 −0.825 [−1.165,−0.485] 50/50 56.0 0.0 0.825
NML 18.0 −0.230 [−0.381,−0.079] 50/50 82.0 0.0 2.970
MP7 34.0 −0.725 [−1.103,−0.347] 50/50 60.0 6.0 3.200
Mild translationese
FAB 88.4 −0.965 [−1.175,−0.755] 43/43 7.0 4.7 2.907
GEM 78.0 −0.830 [−1.033,−0.627] 50/50 18.0 4.0 3.250
JEV 68.0 −0.125 [−0.224,−0.027] 50/50 2.0 30.0 3.784
GPT 86.0 −0.690 [−0.818,−0.562] 50/50 12.0 2.0 3.330
Q35 54.0 −0.390 [−0.585,−0.195] 50/50 28.0 18.0 3.460
GLM 66.0 −0.680 [−0.861,−0.499] 50/50 30.0 4.0 3.090
DSK 54.0 −0.460 [−0.724,−0.196] 50/50 26.0 20.0 3.570
NMU 22.0 +0.040 [−0.118,+0.198] 47/50 50.0 28.0 3.021
GMA 34.0 −0.130 [−0.234,−0.026] 50/50 56.0 10.0 4.020
Q25 0.0 +0.125 [+0.020,+0.230] 50/50 90.0 10.0 3.725
MP14 18.0 −0.025 [−0.357,+0.307] 50/50 64.0 18.0 2.325
CEJ 10.0 +0.000 [−0.157,+0.157] 50/50 80.0 10.0 4.700
MP3 18.0 −0.300 [−0.538,−0.062] 50/50 80.0 2.0 1.350
NML 14.0 −0.130 [−0.290,+0.030] 50/50 82.0 4.0 3.070
MP7 10.0 −0.100 [−0.379,+0.179] 50/50 82.0 8.0 3.825
Subtle translationese
FAB 4.7 +0.442 [+0.275,+0.609] 43/43 30.2 65.1 4.314
GEM 8.0 +0.540 [+0.398,+0.682] 50/50 18.0 74.0 4.620
JEV 10.0 +0.283 [+0.195,+0.371] 50/50 4.0 86.0 4.192
GPT 2.0 +0.400 [+0.299,+0.501] 50/50 30.0 68.0 4.420
Q35 6.0 +0.550 [+0.381,+0.719] 50/50 30.0 64.0 4.400
GLM 8.0 +0.480 [+0.329,+0.631] 50/50 28.0 64.0 4.250
DSK 2.0 +0.660 [+0.452,+0.868] 50/50 40.0 58.0 4.690
NMU 10.0 +0.570 [+0.312,+0.828] 47/50 38.0 52.0 3.585
GMA 0.0 +0.250 [+0.165,+0.335] 50/50 56.0 44.0 4.400
Q25 4.0 +0.025 [−0.085,+0.135] 50/50 90.0 6.0 3.625
MP14 4.0 +0.575 [+0.260,+0.890] 50/50 64.0 32.0 2.925
CEJ 4.0 +0.225 [+0.019,+0.431] 50/50 78.0 18.0 4.925
MP3 2.0 +0.150 [−0.067,+0.367] 50/50 92.0 6.0 1.800
NML 8.0 +0.280 [+0.068,+0.492] 50/50 64.0 28.0 3.480
MP7 4.0 +0.300 [−0.025,+0.625] 50/50 84.0 12.0 4.225



A.3.22 Swedish

Table 26: Swedish: complete results in heavy, mild, and subtle blocks. Models follow overall average detection
order within each block. Rates are percentages.

Model Detect ↑ ∆ ↓ 95% CI, ∆ Scored/N Ties Reverse Mean score

Heavy translationese
FAB 95.0 −1.863 [−2.141,−1.584] 40/40 2.5 2.5 1.788
GEM 90.0 −1.550 [−1.816,−1.284] 50/50 4.0 6.0 2.110
JEV 88.0 −0.732 [−0.930,−0.534] 50/50 0.0 12.0 3.007
GPT 90.0 −1.130 [−1.324,−0.936] 50/50 6.0 4.0 2.610
Q35 76.0 −1.080 [−1.345,−0.815] 50/50 14.0 10.0 2.690
GLM 80.0 −1.210 [−1.468,−0.952] 50/50 12.0 8.0 2.380
DSK 78.0 −1.240 [−1.541,−0.939] 50/50 16.0 6.0 2.430
NMU 28.0 +0.020 [−0.195,+0.235] 40/50 34.0 38.0 1.812
GMA 76.0 −0.530 [−0.692,−0.368] 50/50 18.0 6.0 3.440
Q25 2.0 +0.125 [−0.050,+0.300] 50/50 90.0 8.0 3.325
MP14 34.0 −0.425 [−0.674,−0.176] 50/50 60.0 6.0 1.550
CEJ 12.0 +0.175 [−0.138,+0.488] 50/50 70.0 18.0 4.475
MP3 12.0 −0.250 [−0.571,+0.071] 50/50 84.0 4.0 1.550
NML 18.0 −0.170 [−0.337,−0.003] 50/50 80.0 2.0 2.920
MP7 34.0 −0.275 [−0.613,+0.063] 50/50 50.0 16.0 3.625
Mild translationese
FAB 80.0 −0.912 [−1.184,−0.641] 40/40 7.5 12.5 2.737
GEM 70.0 −0.720 [−0.956,−0.484] 50/50 14.0 16.0 2.940
JEV 56.0 +0.024 [−0.090,+0.137] 50/50 2.0 42.0 3.763
GPT 70.0 −0.530 [−0.704,−0.356] 50/50 22.0 8.0 3.210
Q35 50.0 −0.410 [−0.640,−0.180] 50/50 36.0 14.0 3.360
GLM 60.0 −0.580 [−0.798,−0.362] 50/50 26.0 14.0 3.010
DSK 42.0 −0.280 [−0.573,+0.013] 50/50 26.0 32.0 3.390
NMU 16.0 +0.350 [+0.102,+0.598] 40/50 42.0 42.0 2.225
GMA 22.0 +0.040 [−0.091,+0.171] 50/50 60.0 18.0 4.010
Q25 4.0 +0.250 [+0.052,+0.448] 50/50 76.0 20.0 3.450
MP14 12.0 +0.000 [−0.210,+0.210] 50/50 80.0 8.0 1.975
CEJ 16.0 +0.050 [−0.202,+0.302] 50/50 66.0 18.0 4.350
MP3 14.0 +0.150 [−0.244,+0.544] 50/50 74.0 12.0 1.950
NML 12.0 +0.010 [−0.170,+0.190] 50/50 78.0 10.0 3.100
MP7 20.0 +0.125 [−0.157,+0.407] 50/50 56.0 24.0 4.025
Subtle translationese
FAB 15.0 +0.425 [+0.210,+0.640] 40/40 35.0 50.0 4.075
GEM 4.0 +0.520 [+0.375,+0.665] 50/50 28.0 68.0 4.180
JEV 20.0 +0.295 [+0.177,+0.413] 50/50 0.0 80.0 4.034
GPT 2.0 +0.350 [+0.241,+0.459] 50/50 40.0 58.0 4.090
Q35 10.0 +0.350 [+0.193,+0.507] 50/50 32.0 58.0 4.120
GLM 4.0 +0.360 [+0.232,+0.488] 50/50 46.0 50.0 3.950
DSK 10.0 +0.620 [+0.400,+0.840] 50/50 28.0 62.0 4.290
NMU 16.0 +0.360 [+0.129,+0.591] 40/50 40.0 44.0 2.237
GMA 4.0 +0.210 [+0.081,+0.339] 50/50 66.0 30.0 4.180
Q25 8.0 +0.200 [−0.046,+0.446] 50/50 76.0 16.0 3.400
MP14 0.0 +0.375 [+0.162,+0.588] 50/50 76.0 24.0 2.350
CEJ 10.0 +0.225 [−0.024,+0.474] 50/50 68.0 22.0 4.525
MP3 4.0 +0.275 [−0.048,+0.598] 50/50 80.0 16.0 2.075
NML 6.0 +0.480 [+0.236,+0.724] 50/50 64.0 30.0 3.570
MP7 10.0 +0.225 [−0.024,+0.474] 50/50 68.0 22.0 4.125



A.3.23 Ukrainian

Table 27: Ukrainian: complete results in heavy, mild, and subtle blocks. Models follow overall average detection
order within each block. Rates are percentages.

Model Detect ↑ ∆ ↓ 95% CI, ∆ Scored/N Ties Reverse Mean score

Heavy translationese
FAB 97.8 −2.011 [−2.273,−1.750] 45/45 2.2 0.0 1.733
GEM 94.0 −1.940 [−2.204,−1.676] 50/50 6.0 0.0 2.010
JEV 96.0 −1.133 [−1.297,−0.970] 50/50 0.0 4.0 2.952
GPT 96.0 −1.410 [−1.599,−1.221] 50/50 4.0 0.0 2.550
Q35 92.0 −1.470 [−1.733,−1.207] 50/50 6.0 2.0 2.590
GLM 96.0 −1.430 [−1.638,−1.222] 50/50 2.0 2.0 2.350
DSK 88.0 −1.640 [−1.917,−1.363] 50/50 8.0 4.0 2.500
NMU 46.0 −0.170 [−0.459,+0.119] 48/50 26.0 28.0 1.562
GMA 84.0 −0.670 [−0.803,−0.537] 50/50 14.0 2.0 3.550
Q25 16.0 −0.025 [−0.217,+0.167] 50/50 70.0 14.0 4.025
MP14 20.0 −0.475 [−0.838,−0.112] 49/50 74.0 6.0 1.148
CEJ 14.0 +0.125 [−0.174,+0.424] 50/50 70.0 16.0 4.450
MP3 36.0 −0.575 [−0.984,−0.166] 50/50 56.0 8.0 1.425
NML 2.0 +0.060 [−0.061,+0.181] 50/50 94.0 4.0 3.000
MP7 16.0 −0.250 [−0.614,+0.114] 50/50 68.0 16.0 3.775
Mild translationese
FAB 73.3 −0.700 [−0.974,−0.426] 45/45 11.1 15.6 3.044
GEM 68.0 −0.660 [−0.939,−0.381] 50/50 14.0 18.0 3.290
JEV 58.0 −0.002 [−0.119,+0.114] 50/50 0.0 42.0 4.083
GPT 70.0 −0.560 [−0.749,−0.371] 50/50 16.0 14.0 3.400
Q35 60.0 −0.540 [−0.807,−0.273] 50/50 22.0 18.0 3.520
GLM 70.0 −0.700 [−0.910,−0.490] 50/50 16.0 14.0 3.080
DSK 54.0 −0.420 [−0.767,−0.073] 50/50 24.0 22.0 3.720
NMU 28.0 +0.140 [−0.147,+0.427] 48/50 28.0 44.0 1.885
GMA 14.0 −0.020 [−0.088,+0.048] 50/50 76.0 10.0 4.200
Q25 20.0 −0.050 [−0.282,+0.182] 50/50 62.0 18.0 4.000
MP14 12.0 −0.225 [−0.474,+0.024] 49/50 84.0 4.0 1.403
CEJ 4.0 +0.300 [+0.042,+0.558] 50/50 78.0 18.0 4.625
MP3 10.0 +0.125 [−0.234,+0.484] 50/50 76.0 14.0 2.125
NML 4.0 +0.190 [+0.005,+0.375] 50/50 86.0 10.0 3.130
MP7 6.0 +0.250 [−0.012,+0.512] 50/50 78.0 16.0 4.275
Subtle translationese
FAB 4.4 +0.722 [+0.501,+0.944] 45/45 31.1 64.4 4.467
GEM 4.0 +0.800 [+0.573,+1.027] 50/50 28.0 68.0 4.750
JEV 12.0 +0.315 [+0.213,+0.418] 50/50 0.0 88.0 4.401
GPT 0.0 +0.550 [+0.401,+0.699] 50/50 32.0 68.0 4.510
Q35 6.0 +0.620 [+0.429,+0.811] 50/50 30.0 64.0 4.680
GLM 4.0 +0.690 [+0.505,+0.875] 50/50 26.0 70.0 4.470
DSK 6.0 +0.590 [+0.318,+0.862] 50/50 44.0 50.0 4.730
NMU 18.0 +0.350 [+0.078,+0.622] 48/50 28.0 54.0 2.104
GMA 0.0 +0.210 [+0.126,+0.294] 50/50 62.0 38.0 4.430
Q25 12.0 −0.050 [−0.271,+0.171] 50/50 76.0 12.0 4.000
MP14 4.0 +0.525 [+0.167,+0.883] 49/50 74.0 22.0 2.168
CEJ 4.0 +0.325 [+0.056,+0.594] 50/50 78.0 18.0 4.650
MP3 6.0 +0.525 [+0.141,+0.909] 50/50 70.0 24.0 2.525
NML 8.0 +0.080 [−0.058,+0.218] 50/50 82.0 10.0 3.020
MP7 8.0 +0.275 [−0.008,+0.558] 50/50 74.0 18.0 4.300



A.3.24 Welsh

Table 28: Welsh: complete results in heavy, mild, and subtle blocks. Models follow overall average detection order
within each block. Rates are percentages.

Model Detect ↑ ∆ ↓ 95% CI, ∆ Scored/N Ties Reverse Mean score

Heavy translationese
FAB 71.4 −1.071 [−1.488,−0.655] 42/42 19.0 9.5 2.917
GEM 56.0 −0.940 [−1.389,−0.491] 50/50 32.0 12.0 3.430
JEV 50.0 −0.222 [−0.415,−0.030] 50/50 8.0 42.0 3.874
GPT 50.0 −0.410 [−0.721,−0.099] 50/50 32.0 18.0 3.670
Q35 54.0 −0.870 [−1.335,−0.405] 50/50 24.0 22.0 3.170
GLM 50.0 −0.410 [−0.718,−0.102] 50/50 26.0 24.0 3.810
DSK 54.0 −1.060 [−1.565,−0.555] 50/50 30.0 16.0 3.250
NMU 12.0 +0.000 [−0.093,+0.093] 49/50 74.0 14.0 0.092
GMA 36.0 −0.520 [−0.882,−0.158] 50/50 44.0 20.0 3.430
Q25 28.0 −0.300 [−0.585,−0.015] 50/50 62.0 10.0 2.875
MP14 30.0 −0.550 [−0.988,−0.112] 50/50 56.0 14.0 2.950
CEJ 28.0 −0.350 [−0.830,+0.130] 50/50 54.0 18.0 4.225
MP3 12.0 +0.100 [−0.428,+0.628] 50/50 74.0 14.0 3.450
NML 20.0 −0.540 [−0.880,−0.200] 50/50 80.0 0.0 2.440
MP7 18.0 −0.400 [−0.799,−0.001] 50/50 68.0 14.0 3.975
Mild translationese
FAB 59.5 −0.964 [−1.436,−0.493] 42/42 21.4 19.0 3.024
GEM 52.0 −0.930 [−1.421,−0.439] 50/50 26.0 22.0 3.440
JEV 44.0 −0.130 [−0.307,+0.048] 50/50 2.0 54.0 3.967
GPT 34.0 −0.190 [−0.513,+0.133] 50/50 40.0 26.0 3.890
Q35 44.0 −0.620 [−1.110,−0.130] 50/50 24.0 32.0 3.420
GLM 28.0 −0.140 [−0.484,+0.204] 50/50 44.0 28.0 4.080
DSK 40.0 −0.650 [−1.174,−0.126] 50/50 36.0 24.0 3.660
NMU 12.0 +0.010 [−0.076,+0.096] 49/50 74.0 14.0 0.102
GMA 28.0 −0.530 [−0.919,−0.141] 50/50 48.0 24.0 3.420
Q25 24.0 −0.300 [−0.632,+0.032] 50/50 66.0 10.0 2.875
MP14 32.0 −0.675 [−1.090,−0.260] 50/50 58.0 10.0 2.825
CEJ 16.0 −0.350 [−0.830,+0.130] 50/50 64.0 20.0 4.225
MP3 20.0 −0.025 [−0.587,+0.537] 50/50 64.0 16.0 3.325
NML 18.0 −0.580 [−0.935,−0.225] 50/50 82.0 0.0 2.400
MP7 24.0 −0.575 [−0.972,−0.178] 50/50 68.0 8.0 3.800
Subtle translationese
FAB 35.7 −0.655 [−1.165,−0.144] 42/42 40.5 23.8 3.333
GEM 22.0 −0.470 [−0.959,+0.019] 50/50 38.0 40.0 3.900
JEV 44.0 −0.114 [−0.296,+0.068] 50/50 0.0 56.0 3.982
GPT 12.0 +0.120 [−0.218,+0.458] 50/50 38.0 50.0 4.200
Q35 38.0 −0.540 [−1.086,+0.006] 50/50 22.0 40.0 3.500
GLM 16.0 −0.050 [−0.433,+0.333] 50/50 40.0 44.0 4.170
DSK 24.0 −0.300 [−0.820,+0.220] 50/50 50.0 26.0 4.010
NMU 10.0 +0.030 [−0.056,+0.116] 49/50 74.0 16.0 0.122
GMA 24.0 −0.400 [−0.766,−0.034] 50/50 44.0 32.0 3.550
Q25 24.0 −0.200 [−0.531,+0.131] 50/50 60.0 16.0 2.975
MP14 30.0 −0.500 [−0.937,−0.063] 50/50 50.0 20.0 3.000
CEJ 24.0 −0.375 [−0.802,+0.052] 50/50 60.0 16.0 4.200
MP3 14.0 +0.025 [−0.472,+0.522] 50/50 70.0 16.0 3.375
NML 20.0 −0.560 [−0.928,−0.192] 50/50 78.0 2.0 2.420
MP7 24.0 −0.550 [−0.947,−0.153] 50/50 66.0 10.0 3.825



A.3.25 Western Frisian

Table 29: Western Frisian: complete results in heavy, mild, and subtle blocks. Models follow overall average
detection order within each block. Rates are percentages.

Model Detect ↑ ∆ ↓ 95% CI, ∆ Scored/N Ties Reverse Mean score

Heavy translationese
FAB 65.9 −1.049 [−1.518,−0.580] 41/41 19.5 14.6 2.780
GEM 64.0 −0.980 [−1.385,−0.575] 50/50 20.0 16.0 3.230
JEV 42.0 +0.022 [−0.108,+0.152] 50/50 2.0 56.0 3.732
GPT 50.0 −0.340 [−0.539,−0.141] 50/50 38.0 12.0 3.650
Q35 50.0 −0.540 [−1.016,−0.064] 50/50 10.0 40.0 3.160
GLM 44.0 −0.070 [−0.331,+0.191] 50/50 18.0 38.0 3.630
DSK 36.0 −0.370 [−0.885,+0.145] 50/50 20.0 44.0 3.320
NMU 48.0 −0.294 [−0.697,+0.109] 50/50 6.0 46.0 1.476
GMA 24.0 −0.320 [−0.556,−0.084] 50/50 64.0 12.0 3.970
Q25 26.0 −0.050 [−0.503,+0.403] 46/50 48.0 26.0 3.451
MP14 30.0 −0.300 [−0.632,+0.032] 50/50 62.0 8.0 1.575
CEJ 10.0 +0.325 [+0.013,+0.637] 50/50 62.0 28.0 4.400
MP3 12.0 +0.625 [+0.082,+1.168] 49/50 56.0 32.0 1.658
NML 24.0 −0.010 [−0.463,+0.443] 50/50 50.0 26.0 2.240
MP7 12.0 −0.075 [−0.252,+0.102] 50/50 80.0 8.0 4.600
Mild translationese
FAB 56.1 −0.841 [−1.315,−0.368] 41/41 22.0 22.0 2.988
GEM 44.0 −0.650 [−1.125,−0.175] 50/50 24.0 32.0 3.560
JEV 28.0 +0.117 [+0.002,+0.231] 50/50 0.0 72.0 3.827
GPT 28.0 −0.040 [−0.162,+0.082] 50/50 48.0 24.0 3.950
Q35 34.0 −0.390 [−0.882,+0.102] 50/50 14.0 52.0 3.310
GLM 20.0 +0.190 [−0.118,+0.498] 50/50 28.0 52.0 3.890
DSK 32.0 −0.280 [−0.834,+0.274] 50/50 14.0 54.0 3.410
NMU 42.0 −0.130 [−0.554,+0.294] 50/50 14.0 44.0 1.640
GMA 22.0 −0.300 [−0.561,−0.039] 50/50 58.0 20.0 3.990
Q25 40.0 −0.375 [−0.802,+0.052] 46/50 40.0 20.0 3.098
MP14 20.0 −0.175 [−0.552,+0.202] 50/50 70.0 10.0 1.700
CEJ 16.0 +0.275 [−0.110,+0.660] 50/50 50.0 34.0 4.350
MP3 12.0 +0.725 [+0.215,+1.235] 49/50 52.0 36.0 1.760
NML 24.0 −0.020 [−0.452,+0.412] 50/50 48.0 28.0 2.230
MP7 10.0 −0.125 [−0.338,+0.088] 50/50 84.0 6.0 4.550
Subtle translationese
FAB 24.4 −0.341 [−0.868,+0.185] 41/41 31.7 43.9 3.488
GEM 18.0 −0.070 [−0.547,+0.407] 50/50 28.0 54.0 4.140
JEV 12.0 +0.188 [+0.061,+0.316] 50/50 0.0 88.0 3.899
GPT 2.0 +0.420 [+0.307,+0.533] 50/50 34.0 64.0 4.410
Q35 22.0 +0.050 [−0.446,+0.546] 50/50 16.0 62.0 3.750
GLM 8.0 +0.580 [+0.308,+0.852] 50/50 20.0 72.0 4.280
DSK 22.0 +0.190 [−0.355,+0.735] 50/50 18.0 60.0 3.880
NMU 34.0 −0.050 [−0.416,+0.316] 50/50 22.0 44.0 1.720
GMA 20.0 −0.260 [−0.559,+0.039] 50/50 50.0 30.0 4.030
Q25 32.0 −0.175 [−0.607,+0.257] 46/50 40.0 28.0 3.315
MP14 18.0 −0.075 [−0.421,+0.271] 50/50 70.0 12.0 1.800
CEJ 16.0 +0.325 [−0.037,+0.687] 50/50 56.0 28.0 4.400
MP3 16.0 +0.500 [−0.051,+1.051] 49/50 48.0 36.0 1.531
NML 24.0 −0.044 [−0.479,+0.391] 50/50 48.0 28.0 2.206
MP7 16.0 −0.225 [−0.443,−0.007] 50/50 80.0 4.0 4.450
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